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Abstract

Hybrid GPU-CPU deployment of large Mixture-of-Experts (MoE)
models is often latency-bound by CPU-side expert execution and
cross-device orchestration overhead. To overcome this limitation,
we propose a structured expert routing strategy, implemented via
asymmetric expert skipping, which reduces expert activation in
latency-critical layers while applying lightweight magnitude com-
pensation and norm calibration to preserve model accuracy. Ex-
periments on quantized Qwen3 (30B and 235B) models show that
our method improves end-to-end generation throughput by up to
60% while achieving 3.6% higher accuracy than uniform expert
reduction under the same compute budget.

1 Introduction

The scaling of Large Language Models (LLMs) has been significantly
accelerated by the adoption of Mixture-of-Experts (MoE) architec-
tures [11]. By sparsely activating a subset of feed-forward networks
for each token, MoE models decouple parameter count from infer-
ence computation, enabling massive model capacities. However,
deploying such large-scale architectures in memory-constrained
systems remains challenging. To address this issue, prior works
have explored both algorithmic compression techniques [8, 12, 14]
and hardware-level hybrid deployment strategies [2, 9, 13]. The
latter leverages the cost-effective memory capacity of CPU/DRAM
alongside the high computational bandwidth of GPU/VRAM. In
such hybrid systems, inference latency is largely dominated by
CPU-side expert execution and GPU-CPU coordination overhead.

While dynamic or input-adaptive routing can improve expert uti-
lization, such strategies introduce token-level variability in expert
activation, leading to unpredictable CPU workloads and irregular
cross-device communication in GPU-CPU systems. Motivated by
this observation, we propose a structured expert routing framework
tailored for GPU-CPU orchestration as demonstrated in Figure 1.
Specifically, we selectively reduce the active expert count (K’) in
targeted layers to decrease CPU-side expert execution and overall
orchestration latency, and mitigate the induced accuracy degrada-
tion through unnormalized residual scaling and parameter-efficient
tuning of the pre-expert normalization modules. Experiments on
quantized Qwen3 models (30B and 235B) demonstrate that our
strategy improves generation throughput by 60% while maintain-
ing competitive accuracy on standard reasoning benchmarks.
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Figure 1: Asymmetric expert skipping strategy for structured
expert routing under GPU-CPU orchestration.

2 Asymmetric Expert Skipping

Let Xusin € RBXSX4 denote the hidden state after the self-attention
sub-layer and its residual connection. The input to the MoE block
is first normalized as Hyj, = RMSNorm(Xgsn). A routing network
W, computes a routing probability distribution over N expert net-
works {E1, Ey,...,En} via P = Softmax(W, Hyp). Let A denote
the indices of the top-K probabilities. Standard MoE implementa-
tions renormalize the selected top-K routing probabilities to sum
to 1. The final layer output is the probability-weighted sum of the
activated experts added back to the residual stream:

X = X+ (L) Ei(Hulp) (1)
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Under GPU-CPU orchestration, slow expert computation on the
CPU creates a severe inference bottleneck. To alleviate this without
introducing the latency jitter of dynamic routing or the capacity
degradation of uniform reduction, we propose a structured expert
routing strategy implemented via asymmetric expert skipping. This
structured strategy partitions the network’s MoE layers into two
distinct subsets: a full-capacity set Lp,se operating at the original K,
and a reduced-capacity set Lrequced Statically operating at K’ < K.

2.1 Global Scale Compensation

Dropping experts from K to K’ in some layers discards the prob-
ability mass associated with the tail of the routing distribution.
If the remaining probabilities are renormalized to sum to 1, the
contribution of the retained experts can be artificially amplified,
causing severe distribution shifts in the residual stream. To com-
pensate for this effect, we introduce global scaling coefficients a
and f applied to the MoE branch and residual branch, respectively.
For | € Lyedyced, the residual update becomes:

X(l+1) :ﬁXattn +a Z (EZP;P) Ei(Hmlp). (2)
J
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Model Configuration K PPL| MMLU GSM8K IFEval MBPP Avg.] ‘ TPS T
Original Setting 8 736 79.95 87.49 70.50 75.60  78.39 ‘ 29.45
Qwen3-30B-A3B Uniform Expert Reduction 6  7.78 79.26 86.28 67.39 7280 76.43 | 39.27
4-bit[4] Uniform Expert Reduction 5  8.10 76.13 84.00 64.15  69.80 73.52 | 45.10
Uniform Expert Reduction 4  8.62 73.65 77.94 61.03 60.80 68.36 | 51.84
Proposed (Structured) 5 7.69 78.24 86.66 69.66 74.20 77.19 | 43.14
Original Setting 8 431 87.41 96.66 93.88 85.40  90.84 7.31
Qwen3-235B-A22B Uniform Expert Reduction 6  4.83 86.42 96.21 92.21 81.00  88.98 9.54
4-bit[4] Uniform Expert Reduction 5  5.05 84.72 93.18 90.89 73.40  85.55 | 11.54
Uniform Expert Reduction 4  5.61 83.54 88.63 88.25 37.00 7436 | 13.07
Proposed (Structured) 5 4.70 86.11 95.68 92.57 82.60 89.24 | 11.68
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Table 1: Performance and latency of Qwen3 MoE models. Our structured expert routing (K = 5) surpasses the uniform K = 6

baseline across reasoning tasks while achieving up to 60% higher throughput than the original model.

The coefficients o and f§ are determined using a small calibration
set. We match the cumulative squared activation magnitude of the
reduced configuration to that of the original K setting via a light-
weight greedy search over « and f. This calibration is performed
once offline and introduces no additional inference overhead.

2.2 Parameter-efficient Selective Norm-Tuning

While « and f correct global magnitude shifts, dropping specific
experts alters the variance of the hidden states on a per-channel
basis. To recover from this fine-grained variance shift, we propose
a parameter-efficient calibration phase. Each transformer block
contains two RMSNorm layers: one preceding the self-attention sub-
layer and one preceding the MoE MLP block. We freeze all network
weights and exclusively fine-tune only the scale vectors y € R? of
both normalization layers for modified blocks (I € Lyeduced):
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The trainable parameter set is strictly limited to ©® = {yé?m, y’(il)p |

RMSNorm(X) = oy (3

I € Lieduced}. We optimize © using the standard causal language
modeling objective over a small calibration dataset.

3 Experiments

We applied our method on quantized [4] Qwen3-30B-A3B-Instruct-
2507 [11] and Qwen3-235B-A22B-Instruct-2507 [11]. All experi-
ments were conducted on a server equipped with dual AMD EPYC
7513 CPUs (64 cores total) and NVIDIA L40S GPU with 48 GB mem-
ory. The GPU-CPU interconnect uses PCle Gen4 x16. All experts
are offloaded to the CPU to emulate hybrid GPU-CPU deployment.
We set K/ =4, « = 0.8, and f = 1.0 in 75% of layers (with an av-
erage K = 5) and perform Norm-Tuning using 12k samples in total
from RedPajamaV2 [10] and StarCoder [6]. We benchmark against
the original K = 8 setting and uniform expert reduction baselines
(K = 4,5,6). Perplexity and task accuracy are measured across
WikiText [7], MMLU [5], GSM8K [3], IFEval [15], and MBPP [1].
Table 1 summarizes the perplexity, task accuracy, and throughput
(tokens/s) under different expert configurations. Relative to the
K = 8 baseline, our method improves TPS from 29.45 to 43.14 on
the 30B model (46%) and from 7.31 to 11.68 on the 235B model

(60%), with negligible degradation in average accuracy. Notably,
even with an average of only 5 active experts, our structured routing
design surpasses the uniform K = 6 setting on both model scales,
highlighting that structured expert routing is more effective than
uniform reduction under GPU-CPU orchestration.

Conclusion

We introduce Asymmetric Expert Skipping to enable efficient MoE
inference under GPU-CPU orchestration. By reducing the active
expert count (with an average K = 5) and recovering accuracy via
lightweight magnitude and norm calibration, our method increases
throughput by over 60% with negligible degradation compared to
original K = 8 models. Furthermore, it yields a 3.6% average accu-
racy improvement over uniform K = 5 baselines, outperforming
even heavier K = 6 configurations.
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