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Abstract

Dynamic zoned neutral-atom quantum computers increasingly sup-

port mid-circuit readout, ancilla reuse, and real-time feedforward,

turning readout from a terminal I/O step into a recurring, capacity-

constrained shared architectural service. Existing zoned neutral-

atom compilers, however, remain largely movement-centric and do

not explicitly manage readout contention or hide feedback latency,

leaving substantial exposed feedforward stall on the execution criti-

cal path. We present RZ-Flow, a readout-zone and feedforward-

aware compiler for dynamic zoned neutral-atom systems with

AOD-constrained transport and finite readout capacity. RZ-Flow

addresses this bottleneck through three coordinated mechanisms.

It first extracts measurement frontiers to identify work that is truly

feedforward-dependent and work that can be released early. It then

reserves scarce readout slots and pre-stages soon-to-be-measured

qubits near readout. Finally, it overlaps imaging and decoding with

legally independent quantum work to reduce exposed feedforward

stall. Across 865 dynamic benchmark instances, RZ-Flow improves

the makespan by 1.24×, reduces exposed feedforward stall by 58.1%,
and improves expected fidelity proxy by 1.05% over Barrier-Greedy.

Even against the per-instance strongest-baseline envelope, it retains

a 1.01× makespan speedup and a 6.8% stall reduction with mod-

est compile-time overhead. These results establish readout-aware

compilation as a distinct and increasingly critical systems layer for

scalable dynamic neutral-atom computing.

CCS Concepts

• Software and its engineering→ Compilers; • Hardware→
Quantum computation.
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1 Introduction

Dynamic quantum circuits, which combine mid-circuit measure-

ment with real-time classical feedforward, are becoming an impor-

tant execution model for neutral-atom quantum computers. Their

canonical motivation includes fault-tolerant workflows such as

quantum error correction [30], but the same pattern also appears

in teleportation-style protocols and algorithmic primitives such as

semiclassical quantum Fourier transform and iterative phase estima-

tion [16]. Neutral-atom quantum computing is therefore entering

a qualitatively new systems regime. What were once viewed as

device-level advantages—coherent atom transport, reconfigurable

connectivity, and spatially separated operating regions—are rapidly

becoming compiler-visible architectural resources. Recent exper-

iments and architecture proposals have demonstrated coherent

transport of entangled atom arrays, logical processing on zoned

reconfigurable atom arrays, and fault-tolerant neutral-atom designs

that explicitly expose storage, entangling, and readout regions as

distinct resources [2–4]. At the same time, mid-circuit measure-

ment, reset, ancilla reuse, and real-time feedforward are evolving

from isolated demonstrations into durable runtime primitives on

neutral-atom hardware [5, 12, 14, 15]. For the compiler, the implica-

tion is fundamental: measurement is no longer a terminal I/O event

appended to the end of a circuit. In dynamic zoned processors, it

becomes a recurring, capacity-constrained, latency-bearing service

that can repeatedly re-enter the execution critical path. Figure 1

previews this effect: even a movement-efficient schedule can still

https://creativecommons.org/licenses/by/4.0
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Figure 1: Motivating example: movement-first scheduling

can still leave substantial feedforward latency exposed. (a)

A movement-first baseline delays readout preparation until

measurement becomes urgent, so move-to-readout, imaging,

and decode remain largely serialized on the critical path.

(b) RZ-Flow pre-stages future measurements and overlaps

the feedback interval with independent work, reducing the

exposed measurement-to-action delay.

expose substantial readout and feedforward latency on the critical

path during repeated dynamic execution.

Rapid advances in quantum computing continue to broaden its

algorithmic capabilities and application landscape [18, 19]. At the

systems layer, a rich neutral-atom CAD stack has emerged. Archi-

tecture and cross-layer studies have clarified how long-distance in-

teractions, atom mobility, atom-loss tolerance, and entangling-zone

geometry reshape the design space [1, 10, 11]. Compiler work has

advanced from early neutral-atom frameworks such as Geyser [17],

to reconfigurable-array compilers such as Atomiqe [27] and Q-

Pilot [28], to mapping/topology co-optimization such as hybrid cir-

cuit mapping [22]. More recent zoned and movement-aware compil-

ers, including ZAC [13], Enola [26], PowerMove [21], movement-

optimized zoned program generation [7], routing-aware zoned

placement [24], and recent directional-transport and buffer-relay

approaches [6, 8], have substantially improved qubit reuse, place-

ment, routing, and transport scheduling. These advances are im-

portant, but they remain largely movement-centric: they optimize

how qubits reach entangling opportunities, not how measurement

demand is admitted into a constrained readout structure, how

controller-side latency is hidden, or how post-measurement in-

dependent work is released once dynamic control enters the loop.

That gap becomes first-order for circuits with repeated mid-

circuit measurement and feedforward. Without dynamic control,

movement-centric zoned compilation is often sufficient. Once dy-

namic control becomes frequent, however, the compiler must decide

not only how qubits move, but also when qubits should leave com-

putation for readout, how scarce readout service should be allocated,

and which operations can proceed before feedback resolves. Con-

sequently, a schedule that is near-optimal for movement can still

be poor end-to-end: it may deliver measurement traffic too late,

serialize readout-side latency, or leave the compute fabric idle while

waiting for outcomes.

We introduce RZ-Flow, a readout-zone and feedforward-aware

compiler for dynamic zoned neutral-atom quantum computers.

Rather than treating measurement as an afterthought on top of

a movement-centric schedule, RZ-Flow elevates it to a first-class

architectural event and jointly optimizes measurement-frontier

extraction, readout-slot reservation, anticipatory evacuation, and

latency-hiding scheduling. Across 865 benchmark instances span-

ning six dynamic-kernel families, including IQPE, scQFT, telepor-

tation, and ancilla reuse, RZ-Flow achieves a geometric-mean

makespan speedup of 1.24×, reduces exposed feedforward stall

(EFS) by 58.1%; even under the per-instance strongest-baseline en-

velope, it still retains a 1.01× speedup and a 6.8% EFS reduction

with only modest compile-time overhead. Our contributions are

summarized below:

• We identify readout flow as a compiler-visible bottleneck

in dynamic zoned neutral-atom execution, and argue that

exposed feedforward stall, rather than movement overhead

alone, should be treated as the primary optimization target.

• We introduce RZ-Flow, a readout-zone and feedforward

aware compilation framework with a unified scheduling loop

that jointly reasons about measurement frontiers, scarce

readout admission, anticipatory evacuation, and latency-

hiding release of independent work.

• We provide an end-to-end evaluation focused on readout-

aware dynamic zoned compilation, showing robust gains

across six workload families and multiple movement-centric

baselines, while remaining essentially non-intrusive on static

workloads.

• We expose a compiler/architecture co-design insight: once

dynamic control becomes frequent, improving the readout

and feedback path can yield larger system-level benefit than

adding more entangling-side resources, and the compiler

materially changes the marginal value of such hardware

upgrades.

2 Background and Motivation

Readout Has Become a First-Class Architectural Resource. Dy-

namic zoned neutral-atom processors elevate readout from terminal

I/O to a scheduled architectural resource. Readout is not uniformly

available. Measurements must flow through a few dedicated read-

out zones with limited throughput and non-negligible controller

latency, making readout admission a first-order scheduling prob-

lem. Storage, entangling, and readout regions now expose different

capacities and movement constraints, and recent logical and fault-

tolerant systems support selective mid-circuit measurement while

preserving coherence elsewhere in the array [2, 3]. A measurement,

therefore, includes not only physical readout, but also admission,

imaging, controller-side transfer, logical-state decoding, and condi-

tional release [2].

This is no longer rare. Mid-circuit measurement, reset, and con-

ditional execution have been demonstrated across neutral-atom

platforms [5, 14], and repeated runtime loops with ancilla reuse,

qubit replacement, and sustained feedback are emerging [3, 12, 15].



RZ-Flow: Readout-Zone and Feedforward-Aware Compilation ICCAD ’26, November 08–12, 2026, San Jose, CA, USA

Figure 2: Measurement frontiers expose overlap. (a) A dy-

namic circuit with two pre-frontier two-qubit operations

(𝐶12 and 𝐶23), a measurement frontier {𝑚1,𝑚2}, feedforward-

dependent operations (𝑑1, 𝑑2), and independent post-frontier

work (𝑖1, 𝑖2). (b) The corresponding precedence DAG.

For dynamic circuits, readout demand becomes bursty and capacity-

limited, so the compiler must decide when qubits leave coherent

computation, how readout slots are allocated during execution, and

how much feedback latency can be hidden behind independent

work. Readout is thus a first-class architectural resource.

WhyMovement-Centric Compilation Becomes Insufficient. Related

work has made mid-circuit-measurement errors visible to layout,

routing, and scheduling [29], while prior zoned neutral-atom com-

pilers primarily optimize movement through placement, routing,

qubit reuse, zone switching, and transport scheduling [7, 13, 21,

23, 24]. These techniques remain necessary, but they are no longer

sufficient once mid-circuit measurement and feedforward repeat-

edly enter the critical path. Dynamic execution couples transport,

readout service, and classical dependence resolution. A schedule

can therefore be movement-efficient yet still expose long stalls if

measurements are sent to readout only when urgent, if readout

slots are claimed greedily under contention, or if independent post-

measurement work is conservatively blocked.

Figure 1 illustrates the mismatch. Barrier-Greedy is locally

movement-efficient, but delays readout preparation and serializes

move-to-readout, imaging, and decode on the critical path. RZ-

Flow improves latency not simply by moving less, but by surfacing

measurement demand earlier and overlapping feedback with legally

independent work. This motivates exposed feedforward stall, de-

fined as the uncovered portion of the readout interval that remains

on the critical path.

Figure 2 makes this key observation concrete: once a measure-

ment frontier is identified, the post-frontier DAG decomposes into

a true feedforward cone and a releasable set of independent work.

Measurement frontiers are therefore the key abstraction in RZ-Flow:

they separate truly feedforward-dependent work from work that

can be legally released early. This separation is what creates an

overlap opportunity and motivates EFS as the right optimization

target for dynamic zoned execution.

Figure 3: Target zoned neutral-atom architecture. Readout is

modeled as a finite-capacity shared service with admission,

imaging, transfer, decode, and release latency.

3 Proposed: RZ-Flow

RZ-Flow optimizes EFS rather than movement alone. On top of

movement-aware placement and routing, RZ-Flow adds threemech-

anisms: measurement-frontier extraction, reserved readout admis-

sion with anticipatory evacuation, and latency-hiding scheduling.

Overview. RZ-Flow does not eliminate readout latency; instead,

it reduces the unavoidable portion and hides the remainder behind

useful independent work. The key departure from prior movement-

centric zoned compilers is therefore not only how qubits are brought

to entangling zones efficiently, but how measurement demand is

surfaced, admitted, and overlapped so that dynamic control exposes

less stall. Figure 3 summarizes the target zoned neutral-atom ar-

chitecture and the readout/control path that RZ-Flow treats as a

finite-capacity shared service.

Let the dynamic circuit be a precedence DAG 𝐺 = (𝑉 , 𝐸𝑞 ∪ 𝐸𝑐 ),
where 𝐸𝑞 denotes quantum dependences and 𝐸𝑐 denotes classical

feedforward dependences induced by measurements. We extract

a topologically ordered sequence of measurement frontiers {𝑀 𝑗 } 𝑗 ,
where each 𝑀 𝑗 ⊆ 𝑉 is a set of measurements whose outcomes

may release subsequent work. For frontier 𝑗 , let 𝑃 𝑗 ⊆ 𝑉 denote

the operations after the prefix ending at𝑀 𝑗 . We partition 𝑃 𝑗 into a

feedforward cone and a releasable set:

dep𝑗 = {𝑢 ∈ 𝑃 𝑗 | ∃𝑚 ∈ 𝑀 𝑗 such that𝑚 ⇝𝑐 𝑢}, (1)

where𝑚 ⇝𝑐 𝑢 denotes reachability from𝑚 to 𝑢 along a path con-

taining at least one edge in 𝐸𝑐 , and ind𝑗 = 𝑃 𝑗 \ dep𝑗 . Thus, dep𝑗
contains the post-frontier operations that truly require measure-

ment outcomes, whereas ind𝑗 contains the operations that may be

legally released early.

When dep𝑗 = ∅, we set𝐺 𝑗 = EFS𝑗 = 0. Otherwise, we summarize

frontier 𝑗 through its earliest newly releasable dependent boundary:

𝑅 𝑗 = {𝑢 ∈ dep𝑗 | pred(𝑢) ∩ dep𝑗 = ∅}. (2)

For each𝑢 ∈ 𝑅 𝑗 , let𝑀 𝑗 (𝑢) = {𝑚 ∈ 𝑀𝑗 | 𝑚 ⇝𝑐 𝑢} denote the subset
of frontier measurements required by 𝑢. Let 𝑟 (𝑢) be the earliest
feasible issue time of 𝑢, assuming that all outcomes in𝑀 𝑗 (𝑢) were
already available and all non-classical predecessors had completed.
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Figure 4: Core mechanisms of RZ-Flow. (a) Frontier extraction releases independent post-measurement work. (b) Reserved

admission and anticipatory evacuation pre-stage soon-to-be-measured qubits near readout. (c) Latency-hiding scheduling

overlaps feedback with released work to reduce EFS.

Let 𝑐 (𝑚) be the time at which measurement𝑚 becomes usable, and

define 𝑐 (𝑢) =max𝑚∈𝑀𝑗 (𝑢 ) 𝑐 (𝑚).
We summarize the frontier 𝑗 through the earliest releasable

boundary operation 𝑢★𝑗 ∈ argmin𝑢∈𝑅 𝑗
max(𝑟 (𝑢), 𝑐 (𝑢)), with paired

frontier times 𝑟 𝑗 = 𝑟 (𝑢★𝑗 ), 𝑐 𝑗 = 𝑐 (𝑢★𝑗 ). The raw feedback gap

and residual exposed stall are

𝐺 𝑗 = [𝑐 𝑗 − 𝑟 𝑗 ]+, EFS𝑗 = [𝐺 𝑗 − 𝐵 𝑗 ]+, [𝑥]+ =max(𝑥, 0), (3)

where 𝐵 𝑗 is the effective wall-clock overlap achieved by operations

from ind𝑗 inside [𝑟 𝑗 , 𝑐 𝑗 ), measured in time rather than aggregate

work volume. The aggregate exposed stall is EFS =
∑

𝑗 EFS𝑗 , used as

a frontier-level scheduling surrogate rather than an exact additive

decomposition of makespan. RZ-Flow minimizes EFS jointly with

makespan, min 𝐶max + 𝜆
∑

𝑗 EFS𝑗 , subject to dependency legality,

zone-capacity constraints, AOD movement constraints, and finite

readout capacity. Here 𝜆 ≥ 0 is a trade-off weight.

3.1 Readout as a Shared Service

Measurements must enter a finite-capacity readout structure. For

each measurement𝑚 ∈ 𝑀𝑗 , let 𝑎𝑚 be the arrival time of the mea-

sured qubit(s),𝑤𝑚 the reserved opening time of the assigned read-

out slot, and 𝐿𝑅 be the service latency, including imaging, transfer,

decode, and release. Then 𝑐 (𝑚) =max(𝑎𝑚,𝑤𝑚) + 𝐿𝑅 . Substituting
this into the selected-boundary definition:

𝑐 (𝑢) = max

𝑚∈𝑀𝑗 (𝑢 )

(
max(𝑎𝑚,𝑤𝑚) + 𝐿𝑅

)
,

and therefore

𝐺 𝑗 =

[
max

𝑚∈𝑀𝑗 (𝑢★𝑗 )

(
max(𝑎𝑚,𝑤𝑚) + 𝐿𝑅

)
− 𝑟 (𝑢★𝑗 )

]
+
. (4)

Eq. (4) exposes the compiler levers that act directly on the raw gap:

anticipatory evacuation reduces the relevant arrival times 𝑎𝑚 , and

reservation reduces waiting at the readout boundary through𝑤𝑚 .

Latency-hiding scheduling does not change𝐺 𝑗 ; instead, it increases

the realized overlap budget 𝐵 𝑗 and therefore reduces the residual

stall EFS𝑗 = [𝐺 𝑗 − 𝐵 𝑗 ]+.

Algorithm 1: RZ-Flow

1 def RZFLOW(𝐺,A):

2 𝐹 ← ExtractFrontiers(𝐺)
// 𝐹 := ({M 𝑗 } 𝑗 , {𝑑𝑒𝑝 𝑗 , 𝑖𝑛𝑑 𝑗 } 𝑗 )

3 𝑊 ← ReserveReadout(𝐹,A)
4 initialize time 𝑡 and schedule 𝑆

5 while unscheduled operations remain do

6 StagePending (𝑊,A, 𝑡 )

7 𝑅(𝑡) ← ReleasedReady(𝐺, 𝐹, 𝑆, 𝑡)
8 if 𝑅(𝑡) ≠ ∅ then
9 𝑜★← PickBest(𝑅(𝑡), 𝑡) using Eq. (5)

10 Issue (𝑜★,A, 𝑆, 𝑡 )

11 else

12 𝑡 ← NextEvent(A, 𝑡)

13 return 𝑆

3.2 Scheduling Rule

At time 𝑡 , let 𝑅(𝑡) be the set of ready operations that satisfy depen-

dency and resource legality. RZ-Flow selects

𝑜★(𝑡) = arg max

𝑜∈𝑅 (𝑡 )

(
𝛼 Crit(𝑜) + 𝛽 Hide(𝑜, 𝑡)

− 𝛾 Miss(𝑜, 𝑡) + 𝛿 log 𝜋̃ (𝑜)
)
,

(5)

where 𝛼, 𝛽,𝛾, 𝛿 ≥ 0 are scheduler weights, Crit(𝑜) is downstream
criticality, Hide(𝑜, 𝑡) estimates stall-hiding benefit, and Miss(𝑜, 𝑡)
penalizes interference with imminent reserved admissions. Here

𝜋 (𝑜) ∈ [0, 1] denotes the execution probability of operation 𝑜 under
the current branch model, and 𝜋̃ (𝑜) = max{𝜋 (𝑜), 𝜀} with a small

constant 𝜀 > 0. When branch information is unavailable, or when

𝑜 is not branch specific, we set 𝜋 (𝑜) = 1.

3.3 End-to-End Scheduling Loop

Algorithm 1 summarizes the full loop. RZ-Flow first extracts mea-

surement frontiers and reserves readout slots. It then repeatedly

pre-stages pending measurements, constructs the released-ready

set, schedules the highest-score legal operation, and otherwise
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Barrier-Greedy Greedy-Preposition ZAC-Wrapper-Real

Figure 5: End-to-end benefit across workload families. RZ-Flow reduces end-to-endmakespan, lowers exposed feedforward stall

(EFS), and increases expected fidelity proxy across six dynamic-kernel families. (a) Baseline-to-RZ-Flow makespan speedup. (b)

EFS reduction. (c) Fidelity gain. (d) Compile overhead. Error bars show 95% bootstrap confidence intervals.

Table 1: Aggregate summary. RZ-Flow improves the makespan, reduces EFS, and increases expected fidelity proxy across

baselines. Makespan and compile overhead are geometric means; stall reduction is reported on valid non-zero-stall instances.

Comparison Makespan speedup ↑ (×) Stall reduction
† ↑ (%) Fidelity gain ↑ (%) Compile OH ↓ (×) MKSP W/T/L FID W/T/L Stall valid 𝑛

Barrier-Greedy 1.237 [1.21, 1.26] 58.11 [54.3, 61.8] 1.054 [0.96, 1.15] 1.105 [1.08, 1.13] 865/0/0 865/0/0 865

Greedy-Preposition 1.019 [1.01, 1.03] 8.72 [7.1, 10.4] 0.148 [0.13, 0.17] 1.008 [0.99, 1.03] 709/153/3 865/0/0 713

ZAC-Wrapper-Real 1.023 [1.01, 1.03] 11.37 [9.6, 13.2] 0.143 [0.12, 0.16] 1.081 [1.06, 1.10] 689/146/30 865/0/0 722

Strongest-baseline envelope 1.014 [1.01, 1.02] 6.81 [5.4, 8.1] 0.123 [0.11, 0.14] 1.130 [1.10, 1.16] 677/155/33 865/0/0 713

† Valid-only: instances whose comparison baseline exposes non-zero feedforward stall.

W/T/L denotes win/tie/loss counts of RZ-Flow relative to the comparison baseline.

advances time to the next event. In this way, movement, readout

admission, and dependence release are coupled in a single scheduler.

Here A denotes the architectural state and resource model.

Mechanism Summary. Frontier extraction enlarges the releasable

set ind𝑗 and sharpens the boundary 𝑅 𝑗 . Reserved admission and

anticipatory evacuation reduce the raw gap in Eq. (4). Latency-

hiding scheduling increases 𝐵 𝑗 and therefore reduces EFS𝑗 . Figure 4

summarizes how RZ-Flow operationalizes this objective through

three mechanisms.

4 Evaluation

We first ask whether readout-aware compilation improves end-to-

end execution over strong movement-centric baselines. We then

isolate the mechanisms that produce the gain, identify the work-

load and hardware regimes in which the gain is largest, test the

robustness of branch-aware expected-case compilation, and finally

study scalability, backward compatibility, and compiler-aware ar-

chitecture co-design.

4.1 Experimental Setup

4.1.1 Hardware Settings. All methods use the zoned neutral-atom

model of Section 2, with storage, entangling, and finite-capacity

readout regions and AOD-constrained transport [2, 3]. Operation

latencies are 20/110 𝜇s for one-/two-qubit gates, 60 𝜇s for rearrange-

ment, 120 𝜇s for direct readout transport, 80 𝜇s for pre-staging, 20 𝜇s

for admission, 500 𝜇s for imaging, and 180 𝜇s for decoding [20, 25].

4.1.2 Baselines. Barrier-Greedy inserts a full barrier at every

measurement frontier. Greedy-Preposition pre-stages measured

qubits using local greedy priorities but lacks frontier-aware critical-

ity. ZAC-Wrapper-Real partitions the dynamic DAG at measure-

ment frontiers and applies a ZAC-inspired critical-path cost model

to each static segment [13]. All methods share identical architecture

and timing assumptions.

4.1.3 Benchmarks. The primary suite contains 865 paired dynamic

instances in six families. 740 instances from 148 QASM circuits

spanning 80 source subfamilies [9]; we render these static circuit

structures dynamic by injecting mid-circuit measurement and feed-

forward under a fixed execution model. The other 125 instances

comprise 25 each from AncillaReuse, IQPE, SyntheticFrontier, Tele-

portation, and scQFT. The suite covers 3–128 qubits and 3–27 mid-

circuit measurements. Unless explicitly varied, results report 95%

bootstrap confidence intervals.

4.1.4 Metrics. Our primary performance metric ismakespan ↓,
reported as baseline-to-RZ-Flow speedup ↑ for comparative sum-

maries. Our primary quality metric is expected fidelity proxy
1 ↑,

evaluated under the same timing and movement model for all meth-

ods. To expose the mechanism, we report EFS ↓ and EFS reduction
↑, together with compile time ↓ and peak memory ↓.

4.2 Experimental Results

End-to-end results across workload families. Illustrated in Fig. 5

and Table 1, RZ-Flowdelivers cross-family, end-to-end gains. Against

Barrier-Greedy, RZ-Flow achieves a geometric-mean makespan

speedup of 1.237×, reduces EFS by 58.11%, and improves expected

fidelity proxy by 1.054%. The gap narrows but remains positive

against stronger baselines, RZ-Flow still delivers 1.019×–1.023×
makespan speedup, 8.72%–11.37% EFS reduction, and 0.143%–0.148%

fidelity gain relative to Greedy-Preposition and ZAC-Wrapper-

Real. The family-wise bars in Fig. 5 show that this advantage recurs

1
The expected fidelity proxy is computed from the scheduled trace using the same

calibrated trace-level estimator for all methods; the estimator maps gate, transport,

readout, and idle exposure to a single success probability.



ICCAD ’26, November 08–12, 2026, San Jose, CA, USA Yifeng Peng, Xinyi Li, Yidong Zhou, Siyuan Niu, Hao Wang, Bo Yuan, and Ying Wang

AncillaReuse IQPE

SyntheticFrontier
Teleportation scQFT

0.8

0.9

1.0

1.1

1.2

M
ak

es
pa

n 
/ f

ul
l

(a) Makespan / RZ-Flow
↓ lower is better

AncillaReuse IQPE

SyntheticFrontier
Teleportation scQFT

0

5

10

15

20

Δ 
st

al
l f

ra
c.

 (
pp

)

(b) Δ stall fraction vs. RZ-Flow
↓ lower is better

AncillaReuse IQPE

SyntheticFrontier
Teleportation scQFT

0.8

0.9

1.0

1.1

1.2

Fi
de

lit
y 

/ f
ul

l

(c) Fidelity / RZ-Flow
↑ higher is better

AncillaReuse IQPE

SyntheticFrontier
Teleportation scQFT

0.8

0.9

1.0

1.1

1.2

Co
m

pi
le

 / 
fu

ll

(d) Compile time / RZ-Flow
↓ lower is better

Full No Frontier No Reservation No Evacuation No Latency Hiding No Branch Aware
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Figure 7: Regime sweep over measurement density and frontier width. RZ-Flow becomes most valuable when readout pressure

and overlap opportunity coexist. Left: makespan speedup over Barrier-Greedy. Right: EFS reduction. Rows and columns

sweep measurement density 𝜌 , frontier width𝑤 , and independent slack 𝑠.

1 2 4 8
CR

1.0

1.1

1.2

1.3

1.4

1.5

RZ
-F

lo
w

 s
pe

ed
up

 (
gm

ea
n,

 ×
) (a) Readout capacity CR

Speedup
EFS reduction

↑ higher is better

0.100.25 0.50 1.00
LR (ms)

1.0

1.1

1.2

1.3

1.4

1.5

RZ
-F

lo
w

 s
pe

ed
up

 (
gm

ea
n,

 ×
) (b) Readout latency LR (ms)

↑ higher is better

1 2
Zones

1.0

1.1

1.2

1.3

1.4

1.5

RZ
-F

lo
w

 s
pe

ed
up

 (
gm

ea
n,

 ×
) (c) Readout zones

↑ higher is better

0.50× 1.00× 1.50× 2.00×
dER

1.0

1.1

1.2

1.3

1.4

1.5

RZ
-F

lo
w

 s
pe

ed
up

 (
gm

ea
n,

 ×
)(d) Entangling-readout distance dER

↑ higher is better

1 2 4
AOD count

1.0

1.1

1.2

1.3

1.4

1.5

RZ
-F

lo
w

 s
pe

ed
up

 (
gm

ea
n,

 ×
) (e) AOD count

↑ higher is better

40

60

80

100

EF
S 

re
du

ct
io

n 
(%

)

40

60

80

100

EF
S 

re
du

ct
io

n 
(%

)

40

60

80

100

EF
S 

re
du

ct
io

n 
(%

)

40

60

80

100

EF
S 

re
du

ct
io

n 
(%

)

40

60

80

100

EF
S 

re
du

ct
io

n 
(%

)

Figure 8: Aggregate hardware sensitivity. RZ-Flow remains beneficial across the hardware sweep, with the largest response in

the readout-latency setting. Black: geometric-mean makespan speedup over Barrier-Greedy. Red: EFS reduction. Shaded

bands show 95% bootstrap confidence intervals.

across ancilla-driven, iterative, teleportation-style, and frontier-

heavy kernels, not limited to one benchmark type.

Table 1 shows that the result is also conservative under stronger

comparison rules. Even under the strongest-baseline envelope, RZ-

Flow retains a 1.014× speedup, 6.81% EFS reduction, and 0.123% fi-

delity gain, with 677/155/33 win/tie/loss on makespan and 865/0/0
on fidelity. Thus, the gain is broad-based and not driven by a few

outliers. At the same time, Fig. 5(d) shows that compile overhead

ranges from near parity to the low teens, so the improvement is

truly end-to-end compared to a shift of cost into compilation.

Which mechanisms create the gain? Figure 6 shows that RZ-

Flow’s gain is systematic. All major components matter, but la-

tency hiding is the dominant one: removing it produces the largest

exposed-stall increase and the largest makespan regression across

families. This directly supports our central claim that, for dynamic

zoned execution, the main avoidable cost is unhidden measure-

ment/feedback latency. Reservation and anticipatory evacuation

are the next most important, as they smooth readout admission

and enlarge overlap opportunities. Frontier extraction and branch-

aware prioritization provide smaller, workload-dependent refine-

ments. Fidelity remains nearly unchanged and compile overhead

modest (Figs. 6(c)–6(d)), confirming that the gain comes from better

stall suppression rather than a different quality-cost tradeoff.

When does readout-aware compilation matter? Figure 7 reveals a

clear regime boundary. When measurement density 𝜌 and frontier

width𝑤 are both small, RZ-Flow yields only limited improvement,

indicating that readout is not yet the dominant bottleneck. As either

factor increases—especially together—the benefit rises rapidly, and

larger independent slack 𝑠 amplifies the gain by creating more

overlap opportunity along the feedback path. This directly matches

the intended mechanism: readout-aware compilation matters most

when readout contention is significant and sufficient post-frontier

work exists to hide feedback latency. In the strongest regime, RZ-

Flow reaches about 1.49× makespan speedup and roughly 76%

EFS reduction, confirming that readout flow becomes a first-order

optimization target once pressure and overlap opportunity coexist.
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Figure 9: Hardware sensitivity across workload families. The hardware-dependence trend of RZ-Flow persists across families.

Top row: makespan speedup over Barrier-Greedy. Bottom row: EFS reduction. Columns sweep readout capacity, readout

latency, readout zones, entangling-readout distance, and AOD count.
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Figure 10: Value and robustness of branch-aware expected-case compilation. Expected-case compilation becomesmore beneficial

as branch skew increases and remains robust to moderate probability mismatch. (a) Average-case speedup over the worst-case

objective. (b) Fidelity gain. (c,d) Regret relative to an oracle under two mismatch models.

How does the gain vary with hardware? Figures 8 and 9 show

that RZ-Flow remains effective across all tested hardware settings,

but its benefit scales with the severity of the readout bottleneck.

The strongest sensitivity appears in readout latency, identifying

controller-side delay as the most effective hardware knob. Adding

a readout zone reduces the gain by easing contention, whereas

increasing entangling-readout distance enlarges it by making mea-

surement traffic more expensive. Readout capacity and AOD count

show weaker but still consistent effects. These trends persist across

workload families, with speedup and EFS closely tracking each

other. The implication is clear: RZ-Flow is robust across hardware

settings, yet most valuable precisely when the readout/feedback

path becomes the dominant system bottleneck.

Is branch-aware expected-case compilation useful and robust? Fig-

ure 10 shows that the optional branch-aware objective is both useful

and stable on branch-skewed workloads. As the dominant-branch

probability increases, expected-case compilation delivers steadily

larger average-case makespan and fidelity gains over the worst-case

objective, confirming that exploiting branch skew improves the

realized schedule. The robustness results are similarly encourag-

ing. Regret remains very small under probability shrinkage, and

although biased estimates cause larger degradation on strongly

asymmetric workloads, the aggregate loss stays controlled. Over-

all, branch-aware compilation adds clear value when branch skew

exists and degrades gracefully when branch probabilities are im-

perfect or only approximately known.

Is RZ-Flow practical at scale and safe on static circuits? Figure 11

and Table 2 show that RZ-Flow is both scalable and non-intrusive.

As dynamic depth and problem size grow, compile time and peak

memory increase smoothly, while compile overhead over Barrier-

Greedy remains close to unity. At the same time, solution quality

remains positive and generally improves with scale, indicating that

the method remains practical rather than becoming a fragile high-

overhead optimizer. Backward compatibility is similarly strong.
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Figure 11: Scalability and compile overhead. RZ-Flow scales with dynamic depth and system size while maintaining modest

compile overhead. (a) Compile time. (b) Peak memory. (c) Solution quality. (d) Compile ratio relative to Barrier-Greedy.

Table 2: Backward compatibility on static circuits. On static

GHZ, Ising/QAOA-style, and parallel-CZ workloads, RZ-

Flow is effectively non-intrusive, with negligible change

in makespan, fidelity, compile time, and peak memory rela-

tive to Barrier-Greedy.

Workload

Δ Makespan

(%)

Δ Fidelity

(%)

Δ Compile

(%)

Δ Peak Mem.

(%)

Resource

cap.
★

GHZ 0.00% 0.00% -0.03% -0.01% 70

Ising / QAOA 0.00% 0.00% +0.14% 0.00% 70

Parallel CZ 0.00% 0.00% -0.04% 0.00% 70

★
: Per-group service capacity (Drive/Coupler/Readout), i.e., the maximum number of

operations that a resource group can support concurrently.

On static GHZ, Ising/QAOA-style, and parallel-CZ workloads, RZ-

Flow introduces essentially no makespan or fidelity regression and

only negligible compile-time or memory change. Thus, RZ-Flow

scales well when dynamic complexity increases and remains nearly

invisible when dynamic control is absent.

How does the compiler change architecture decisions? Figure 12

shows that upgrade value depends on both workload mix and com-

piler quality. For dynamic-heavy workloads, readout-side upgrades

are most valuable, especially lower readout latency; for static-heavy

workloads, the benefit shifts toward a wider entangling zone. Com-

pared with Barrier-Greedy, RZ-Flow further increases the value

of faster readout while reducing the marginal benefit of extra zone

capacity, since part of the contention and overlap bottleneck is

already removed in software.

Overall, the experiments consistently show that RZ-Flow im-

proves end-to-end execution by suppressing exposed feedforward

stall, remains robust across regimes, and stays practical without

harming static workloads. This makes readout-aware compilation

a distinct systems layer for dynamic zoned neutral-atom execution.

5 Discussion

Our results show that readout flow is a first-order compilation

concern in dynamic zoned neutral-atom systems. Once mid-circuit

measurement and feedforward become frequent, performance de-

pends not only on movement, but also on how readout demand

is admitted and how much feedback latency can be hidden. Our

scope is intentionally limited to zoned transport, finite readout

service, and controller-side latency, rather than pulse-level control

or full logical error analysis. Even so, the main conclusion is clear:
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Figure 12: Compiler-aware architecture co-design. (a)

Dynamic-heavy workloads favor readout-side upgrades,

whereas static-heavy workloads favor a wider entangling

zone. (b) Compared with Barrier-Greedy, RZ-Flow in-

creases the value of faster readout while reducing the return

of extra zone capacity.

exposed feedforward stall is a compiler-visible bottleneck and a

key optimization target for dynamic neutral-atom execution.

6 Conclusion

We presented RZ-Flow, a readout-zone and feedforward-aware

compiler for dynamic zoned neutral-atom quantum computers.

By treating readout as a first-class shared architectural service,

RZ-Flow shifts the optimization target from movement alone to

exposed feedforward stall (EFS), combining frontier extraction,

reserved admission, anticipatory evacuation, and latency-hiding

scheduling. Across diverse dynamic workloads, RZ-Flow consis-

tently improves makespan, reduces EFS, and increases expected

fidelity proxy over strong movement-centric baselines; even under

the strongest-baseline envelope, it still retains measurable gains in

all three metrics. These results show that readout-aware compila-

tion is not a narrow heuristic, but a distinct systems layer whose

importance will grow as neutral-atom platforms expose richer mid-

circuit measurement, reuse, and feedforward capabilities.
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