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Abstract
Cloud platforms reduce deployment latency by pre-initializing
resources, but fragmented resourcemanagement across cloud
layers often leads to substantial over-provisioning and in-
creased cost. Through production trace analysis and replay
using state-of-the-practice resourcemanagement approaches,
we show that independently managing resources at each
layer results in a poor trade-off between resource waste and
deployment latency.
We present Unipool, the first unified platform that ex-

poses the state of pre-provisioned resources across layers,
enabling more accurate resource pool sizing and dynamic
multiplexing. Guided by insights from production traces,
Unipool leverages cloud-native workload patterns to safely
consolidate and oversubscribe pre-provisioned resources,
significantly reducing platform cost while preserving qual-
ity of service. We implement Unipool on Kubernetes and
Kata Containers, and evaluate it using both a large-scale
event-driven simulator and a 25-VM testbed. Across mixed
Function-as-a-Service and Container-as-a-Service produc-
tion traces, we reduce resource waste by 92% while lowering
container deployment latency by 21% compared with state-
of-the-art baselines.

CCS Concepts: • Computer systems organization →
Cloud computing.
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1 Introduction
Modern services are designed to run natively in cloud en-
vironments, leveraging cloud resources, such as virtual ma-
chines (VMs), containers, and serverless functions, to ef-
ficiently scale with workload fluctuations. These services
dynamically allocate resources, provisioning them only as
needed to optimize costs [45]. For example, a web application
may deploy additional container instances for a microservice
during peak hours and deallocate them during off-peak pe-
riods. However, despite these advanced scaling capabilities,
services often provision more resources than necessary due
to inherent delays in creating and allocating cloud resources.

Provisioning cloud resources is not instantaneous; it in-
curs overhead from the cloud control plane as well as the
time required to initialize and customize resources for indi-
vidual clients. To reduce deployment latency, cloud platforms
and clients commonly pre-initialize resources and reserve
empty resource buffers, referred to as pre-provisioned re-
sources (PPRs) in this paper. The specific strategies for pre-
provisioning vary by resource type. For VMs, techniques
such as snapshots [5, 21, 65] and warm pools [4, 48] are
used. For serverless functions, keep-alive policies [24, 62]
and container image caching [16, 72] are common. These
techniques aim to remove expensive operations from the
deployment critical path, improving responsiveness at the
cost of increased idle resource consumption. For example,
Azure Functions [51] reports that maintaining warm con-
tainer pools accounts for over 76% of the platform cost [2].
Current limitations. While pre-provisioning significantly
reduces deployment latency, it increases resource consump-
tion and operational costs. Maintaining idle resources (e.g.,
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Figure 1. Layered dependency of pre-provisioned resources
in a typical three-layer cloud platform, including Function-
as-a-Service (FaaS), Container-as-a-Service (CaaS), and
Infrastructure-as-a-Service (IaaS). “Fn.”, “Cont.”, and “PP.” de-
note function, container, and pre-provisioned, respectively.
Gray regions indicate resource waste across the three cloud
layers. Blind marks indicate that the corresponding resource
waste is not visible to the current layer.

inactive containers or VMs in warm pools) introduces sub-
stantial cost overheads. Our analysis of production work-
loads from Azure shows that these policies can increase in-
frastructure costs by 2.6×–4.6×, with container warm pools
in Function-as-a-Service (FaaS) and Container-as-a-Service
(CaaS) architectures raising container-layer costs by up to
2.1× and 6.9×, respectively. Some of these costs are neces-
sary to hide deployment latencies, but others are artifacts
of the layered architecture of modern cloud systems. Fig-
ure 1 shows how each “layer” (corresponding to cloud ser-
vice abstractions such as FaaS, CaaS, and Infrastructure-as-
a-Service (IaaS)) manages its own pre-provisioning indepen-
dently, serving both internal and external clients. While this
separation simplifies modular development, it leads to frag-
mented and inefficient resource management.
Cross-layer inefficiencies. The independent management
of PPRs across cloud stack layers introduces two main ineffi-
ciencies: excessive buffer sizing and limited resource multiplex-
ing. Lower layers, such as the VM platform, lack visibility
into the number and state of PPRs maintained by higher
layers. As a result, they conservatively assume all resources
are fully utilized while many are idle and reserved for fast
activation. This leads each layer to size its resource buffers
for its own worst-case demand [2, 57], rather than for the
true aggregate needs, and prevents lower layers from consid-
ering idle resources held by upper layers when sizing their
own buffers. In addition, even when mechanisms like warm
pools [2, 4, 48, 57] are available, they are typically siloed per
customer, further amplifying over-provisioning and cost (see
Section 2.4).
Moreover, even if PPR buffers were optimally sized, they

are still treated with the same quality of service (QoS) as
regular resources. Higher-level platforms lack access to low-
level mechanisms for resource oversubscription, since they

do not directly allocate or manage server resources [2]. Mean-
while, lower layers cannot distinguish between active and
idle PPRs, and thus provide uniformQoS to all resources. This
lack of coordination prevents the stack from dynamically
reallocating or oversubscribing resources based on actual
usage, compounding inefficiency. In summary, the absence
of cross-layer visibility and coordination leads to inflated
buffer sizes and missed opportunities for efficient resource
consolidation, highlighting the need for mechanisms that
enable safe multiplexing and right-sizing of idle resources
across the layers.
Our work.We propose Unipool, the first unified platform
designed to reduce the cost of managing PPRs (i.e., contain-
ers and VMs) while maintaining the same QoS for resource
creation as current cloud platforms. Motivated by our de-
tailed characterization of production traces from Azure, the
core principle behind Unipool is to enhance visibility of PPRs
across all layers in the cloud infrastructure and to leverage
the unique properties of cloud-native workloads. To real-
ize this shift, Unipool introduces new interfaces that enable
differentiation between idle and active resources, allowing
resource state information to be propagated to the appro-
priate resource managers. This cross-layer communication
enablesmore accurate sizing andmanagement of PPR buffers,
ultimately reducing unnecessary over-provisioning and im-
proving overall efficiency.
Unipool achieves cost-effective allocation of PPRs by ex-

ploiting the behavioral patterns of cloud-native applications.
For instance, our analysis of container traces—focusing on
container lifetimes and creation patterns—shows that con-
tainers typically have short lifespans and that their active
periods rarely overlap across different customers. This obser-
vation suggests that containers can safely share the same un-
derlying hardware, provided that resource creation latency
is minimized, which can be accomplished through judicious
oversubscription. To ground our analysis, we focus on the
PPRs managed within the container infrastructure layer, con-
sidering both its upper layer (container consumers) and its
lower layer (VM providers), to demonstrate the practical
benefits of coordinated resource management.
We implement Unipool using open-source components,

including Kata Containers [34] and Kubernetes [27]. Results
on a 25-VM testbed and large-scale simulations driven by
production traces demonstrate that Unipool reduces pre-
provisioning cost by 92% while lowering deployment latency
(i.e., our key service level objective (SLO)) by 21% compared
with state-of-the-art (SOTA) solutions.
Summary. We make the following main contributions:
• We characterize the SLO–cost trade-off of PPRs in con-
tainer platforms with SOTA solutions.

• We propose Unipool, the first unified platform for manag-
ing PPRs that introduces new interfaces and mechanisms
for efficient PPR oversubscription and orchestration.
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Figure 2. Container lifecycle in cloud platforms.

• We prototype Unipool on top of open-source frameworks,
including Kata Containers and Kubernetes.

• We evaluate Unipool against SOTA baselines using mixed
FaaS and CaaS production traces in large-scale simulations
and on a 25-VM testbed.

2 Characterizing Pre-Provisioning
2.1 PPRs in Layered Clouds
Figure 6a shows a typical three-layer cloud architecture con-
sisting of FaaS, CaaS, and IaaS. To satisfy deployment-latency
SLOs [8–11, 50–53], each layer maintains pre-provisioned re-
sources (PPRs), which trade additional resource usage for
faster serving and execution [4, 22, 29, 48]. We refer to these
resources as the PPRs of each cloud layer. Figure 2 illustrates
the lifecycle of pre-provisioned containers in cloud platforms.
Containers are created on VMs, pre-provisioned, and orga-
nized into image-specific container pools. Cloud platforms
typically maintain multiple such pools, each corresponding
to a container image. Upon request arrival, the platform first
attempts to allocate a matching pre-provisioned container;
otherwise, it falls back to a cold start.

Function-as-a-Service (FaaS). FaaS (sometimes referred
to as serverless) platforms, such as AWS Lambda [9] and
Azure Functions [51], maintain pools of warm containers to
mitigate function cold starts [24, 59, 62, 72]. These containers
typically include language runtimes but not user code or
libraries [2, 6, 12]. The FaaS layer requests containers from
the underlying CaaS platform.

Container-as-a-Service (CaaS).Container platforms, such
as Azure Kubernetes Service (AKS) [52], Google Kubernetes
Engine (GKE) [25], and AWS Elastic Kubernetes Services
(EKS) [11], maintain both pre-provisioned containers and
VM buffers to reduce deployment latency. When additional
capacity is required, the CaaS layer requests VMs from the
underlying IaaS provider.

Infrastructure-as-a-Service (IaaS).This layer provides VMs
as the fundamental compute abstraction. To accelerate pro-
visioning, cloud providers maintain pools of pre-provisioned
VMs [8, 50]. These systems are generally agnostic to the
workloads running inside the VMs and treat them as black
boxes for resource management [14, 20, 29].

2.2 Layer Dependency of PPRs
Although each layer manages its PPRs independently, the re-
sources are inherently dependent because cloud services are
stacked hierarchically. The FaaS layer runs inside containers
provided by CaaS, while the CaaS layer itself runs on VMs
provisioned by IaaS. Figure 1 shows that this creates nested
idle-resource dependencies across layers.
The IaaS layer considers a VM active whenever it hosts

containers, even if those containers are merely idle warm
pools maintained by CaaS. Similarly, the CaaS layer treats
containers as active whenever they host functions, even if
those functions are only warm instances maintained by FaaS.
As a result, resources that are effectively idle at higher layers
remain invisible to lower-layer schedulers.
This hidden idle waste reduces overall cloud efficiency.

For example, a VM hosting only idle warm containers is still
marked active by IaaS, preventing reclamation or consoli-
dation. Likewise, containers hosting only warm serverless
functions remain active from the perspective of CaaS. This
paper identifies and eliminates such cross-layer inefficiencies
for container platforms through coordinated PPR manage-
ment across cloud layers.

2.3 Pre-Provisioned Resource Management
Existing cloud systems manage PPRs independently at each
layer using several common policies:

Static pools. Some platforms maintain a fixed number of
pre-provisioned instances to absorb bursts [2, 12]. For exam-
ple, Azure Functions [2] provisions each container pool with
a statically determined size to satisfy customer SLOs. While
effective for latency, this approach wastes resources during
low-utilization periods.

History-based autoscaling. Systems scale PPR pools based
on historical workload and resource patterns [27, 62, 72]. For
example, Kubernetes [27] Horizontal Pod Autoscaler (HPA)
uses recent utilization windows for pod auto-scaling, while
Azure Functions [62] predicts future invocations from recent
request history.

Online pool size optimization. Some systems formulate
pool sizing as an optimization problem and leverageMachine
Learning (ML) models to make online provisioning deci-
sions [57]. However, these approaches rely heavily on accu-
rate workload modeling and can be sensitive to workload
shifts and prediction errors.
Despite their differences, existing approaches optimize

resource pools in isolation at individual cloud layers, ignor-
ing cross-layer resource states. In this paper, we show that
consolidating container pools across layers significantly im-
proves platform-wide resource efficiency while maintaining
low deployment latency.
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Figure 4. Per-pool container request inter-arrival times
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tribution.

2.4 Production Trace Analysis
To quantify PPR overheads, we analyze production traces
collected from Azure container platforms. The dataset spans
containers and their underlying VMs, capturing cross-layer
dependencies between demand and provisioning. We aug-
ment these with Azure Functions traces [62] to study idle-
resource overheads under common PPR policies and their
latency–resource trade-offs.
Production trace collection. Our dataset includes container
lifetimes and their hosting VMs across Azure’s global in-
frastructure. It covers multiple regions over one week (April
1st–7th, 2026). To reduce collection cost, we restrict traces to
container lifetimes of at most one week, capturing over 95%
of containers. We release a sanitized subset of our production
traces from Azure container platforms at https://github.com/
Azure/AzurePublicDataset.
Temporal behavior.Wemodel container and VMdynamics
by fitting candidate distributions (Burr, Weibull, Lognormal,
Gamma, and Exponential) to empirical cumulative distri-
bution functions (CDFs) and selecting the best fit via the
Kolmogorov–Smirnov statistic [46].
Instance lifetimes. Figure 3 shows lifetime distributions. All
traces are best fit by Burr distributions. Containers are short-
lived (FaaS: 50% <3 seconds and 90% <1 minute; CaaS: 55%
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Figure 5. Deployment latency vs. PPR waste trade-off under
FaaS and CaaS production traces. K8s: threshold-based pool
sizing [27]. Intel. Pool: ML-based resource pool optimiza-
tion used in Azure Synapse [57]. DROPS: static resource
pool configuration from historical workload traces [2].

<10 minutes and 82% <1 hour), while VMs persist longer
(80% >3 hours). This lifetime gap directly creates idle periods
where VM resources remain unused.

Request arrivals. Figure 4 shows inter-arrival times (IATs) of
container pools grouped by container image, also best fit by
a Burr distribution. Requests are infrequent (75% >1 minute,
45% >1 hour), further amplifying idle periods between con-
tainer executions.

Latency-resource trade-off. Using these traces, we eval-
uate three SOTA PPR management solutions with a high-
fidelity, three-layer model (FaaS, CaaS, IaaS). Details are in
Section 5.1. We evaluate three performance metrics that
directly reflect resource efficiency and customer SLOs: (1)
Deployment latency, the average container deployment time;
(2) CPU waste, the idle CPU-time aggregated across VMs; and
(3) Memory waste, the idle memory-time aggregated across
VMs. We use the product of unallocated resources and time
following prior work [62, 63, 72].
Figure 5 shows the trade-offs between average container

deployment performance and resource waste time across
three baseline solutions (Section 2.3). We sweep their key
system configuration parameters to generate variants: the
autoscaling threshold of container pools (K8s [27]), tuning
knob of pool optimization (Intel. Pool [57]), and pool size
(DROPS [2]). Existing PPR solutions exhibit a clear trade-off:
improving deployment performance requires overprovision-
ing, while reducing cost degrades performance, preventing
an optimal balance.

https://github.com/Azure/AzurePublicDataset
https://github.com/Azure/AzurePublicDataset


Insights. The upper layer (containers) incurs substantial
resource waste on the lower layer (VMs) due to short con-
tainer lifetimes and infrequent request arrivals, amplifying
the resource inefficiency in the cloud. Managing PPRs at a
single layer cannot achieve an optimal balance between de-
ployment latency and resource cost. Effective optimization of
resource efficiency requires coordination and consolidation
across layers.

3 Unipool
3.1 Objectives and Challenges

Improve resource efficiency across layers. Due to the di-
rect infrastructural cost of resource provisioning, improving
resource efficiency has long been a central goal for cloud
platforms [14, 18, 20, 29, 62, 76, 77]. However, increasing
resource density across the cloud stack remains challenging
due to fragmented resource pools across layers. Unipool re-
duces PPR waste by accurately sizing and oversubscribing
container pools across different cloud layers.
Minimize deployment latency. Containers [1, 28, 38, 47]
have become the de facto building block for serving CaaS
and FaaS workloads in the cloud. For example, AWS Fargate
and Lambda employ Firecracker [1]. While reducing PPR
waste improves infrastructural cost efficiency, aggressive re-
source consolidation can significantly increase deployment
latency [20, 57]. Moreover, heterogeneous workloads (e.g.,
from FaaS and CaaS) exhibit diverse characteristics, includ-
ing request arrival patterns, request lifetimes, and resource
demands, which must be carefully managed by the cloud
provider. We design Unipool to minimize container deploy-
ment latency for heterogeneous cloud workloads while re-
ducing PPR waste and maintaining customer SLOs.

3.2 Workflow of Unipool
We design Unipool to efficiently manage and consolidate
PPRs across traditional multi-layer cloud systems. Figure 6b
shows the architecture and workflow of Unipool, which con-
sists of three steps to optimize system-wide PPR utilization:
Step 1 : Resource pool consolidation.Unipool firstmerges
container and VM pools and right-sizes them based on upper-
layer resource signals. In contrast to existing PPR manage-
ment solutions that operate independently at each layer,
Unipool receives resource signals (e.g., the ratio of active
allocations to total provisioned resources) from upper layers
to guide the container and VM pool sizing decisions at each
layer (Section 3.3).
Step 2 : Container oversubscription. After properly siz-
ing PPR pools at each layer, Unipool further improves re-
source utilization through adaptive PPR oversubscription.
We leverage upper-layer resource signals to oversubscribe
without increasing container deployment latency. For ex-
ample, the CaaS layer provides containers to the FaaS layer

assuming that all containers will run FaaS workloads. How-
ever, FaaS may use some containers to run workloads while
leaving others idle to mitigate cold-starts. Unipool records
this resource status in the resource signals and adaptively
oversubscribes these hidden idle resources, thereby consoli-
dating overall system resource allocations (Section 3.4). Note
that we only oversubscribe pre-provisioned resources (i.e.,
pre-provisioning phase in Figure 2), in contrast to existing
works that overbook or overcommit active or running re-
sources [7, 27, 35, 67]. As a result, applications are always
allocated their full requested resources at runtime, avoiding
interference with execution performance.
Step 3 : Container orchestration. When a request ar-
rives, a pre-provisioned container must be activated and
restored to its full resource allocation, which may require
reclaiming resources from other oversubscribed containers
through eviction. To minimize eviction overhead, Unipool
exploits the temporal multiplexing opportunities of PPRs, as
pre-provisioned containers are activated infrequently and
are typically short-lived (Section 2.4). Hence, Unipool adap-
tively places and co-locates containers with different sizes
and oversubscription levels across VMs to further consoli-
date resource allocations. However, excessive consolidation
can trigger substantial container evictions and reallocations
when heavily oversubscribed containers in hot pools are
activated [7, 35]. This introduces a fundamental trade-off:
consolidating too many oversubscribed containers improves
resource utilization but risks higher deployment latency due
to eviction and reallocation, while loose oversubscription
can result in high resource waste. To address this challenge,
Unipool introduces novel container placement ( 3a ), acti-
vation ( 3b ), and eviction strategies ( 3c ) that minimize re-
source eviction and reallocation, thereby reducing infrastruc-
tural cost, operational overhead, and deployment latency
(Sections 3.5 to 3.7).

3.3 Resource Pool Consolidation

Container pool consolidation. In Unipool, container pool
management is unified at the CaaS layer, regardless of the
upper-layer service type (e.g., AWS Lambda [9] or AKS [52]).
Existing FaaS container pool management approaches [2, 24,
62, 72] maintain pre-provisioned container pools to mitigate
function cold starts by requesting containers from the under-
lying CaaS platform. Meanwhile, CaaS platforms also main-
tain their own container pools, commonly as pods [11, 27, 52],
to serve CaaS workloads. Unipool simplifies container pool
management by pushing FaaS container pools down to the
CaaS layer. Figure 6b shows that Unipool does not main-
tain separate container pools at the FaaS layer. Instead, it
directly activates and allocates containers from the unified
CaaS-layer pool when serving function invocations.
VM pool consolidation. Unipool further consolidates VM
pools across the CaaS and IaaS layers. While containers in
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CaaS run atop VMs in IaaS, existing systems often maintain
separate VM pools for each [42, 57]. In contrast, Unipool uni-
fies them into a single pool, analogous to its unified container
pool design (Figure 6).
VM autoscaling. Existing VM autoscaling methods are typ-
ically reactive, relying on coarse-grained utilization or allo-
cation thresholds (e.g., Kubernetes scale-up/down [27]). In
contrast, Unipool exposes fine-grained resource signals from
upper layers to improve pool sizing. Rather than relying
solely on aggregated container allocations, Unipool accounts
for the intended footprints of container pools in both FaaS
and CaaS layers.

At each autoscaling interval 𝑡 , Unipool computes CPU and
memory demand from active and preprov containers:

Rvm (𝑡) = Ractive (𝑡) + 𝛼 · Rpreprov (𝑡), R = (CPU,Mem),

where Ractive (𝑡) is the aggregated allocation of actively run-
ning containers, Rpreprov (𝑡) is the aggregated allocation of
pre-provisioned containers, and 𝛼 ∈ [0, 1] controls how
strongly pre-provisioned capacity contributes to VM pool
sizing. When 𝛼 = 0, Unipool sizes VM pools aggressively
by ignoring PPR demands and accounting only for active
containers. When 𝛼 = 1, Unipool conservatively reserves
sufficient VM capacity for both active and pre-provisioned
containers, which is equivalent to existing VM autoscaling.

3.4 Container Oversubscription
To further improve container resource efficiency, we design
Unipool to dynamically oversubscribe pre-provisioned con-
tainer pools at the CaaS layer based on per-pool request
arrival and activation patterns. Container pools are typically
organized and indexed by customer metadata [2, 57, 62], such

as customer IDs, container images, and resource limits. Con-
tainers within the same pool are homogeneous with respect
to these metadata. We present the design of container pool
oversubscription below.
Request arrival pressure (AP). For each container pool 𝑝 ,
we define a dimensionless metric, AP:

𝐴𝑃 (𝑝) :=
𝑇𝑝

𝐼𝐴𝑇 (𝑝) , 𝑝 ∈ [1, . . . , 𝑃],

where 𝑇𝑝 is the container startup latency, and 𝐼𝐴𝑇 (𝑝) is
the inter-arrival time of requests to pool 𝑝 . Intuitively, AP
captures the expected number of requests arriving during
a cold-start interval when no container is available, thus
reflecting the potential deployment latency impact. Cold
pools tend to have low AP, while hot pools exhibit high AP.
We periodically recompute AP at every interval 𝑡 (e.g., 30 s)
and apply exponentially weighted moving average (EWMA)
smoothing to stabilize IAT estimation.
Container minimum resource reservation (MRR). We
define a MRR for each pool to guarantee a baseline allocation
for essential functionality (e.g., OS requirements):

𝑀𝑅𝑅(𝑝) := max
(
𝑐𝑝𝑢min

𝑐𝑝𝑢𝑝
,
𝑚𝑒𝑚min

𝑚𝑒𝑚𝑝

)
, 𝑝 ∈ [1, . . . , 𝑃],

where 𝑐𝑝𝑢min and𝑚𝑒𝑚min are system-level minima, and 𝑐𝑝𝑢𝑝
and 𝑚𝑒𝑚𝑝 are per-container limits in pool 𝑝 . Larger con-
tainers yield lower MRR and thus greater oversubscription
potential, while smaller ones have higher MRR and are less
amenable to oversubscription. The minimum requirements
are system constants independent of container size. Hence,
the maximum oversubscription factor of container pools is
effectively capped by MRR as 1

𝑀𝑅𝑅
.



Per-pool oversubscription factor.We compute the over-
subscription factor 𝐹 (𝑝) for each pool based on AP and MRR:

𝐹 (𝑝) := 1

𝑀𝑅𝑅(𝑝) + (1 −𝑀𝑅𝑅(𝑝)) ·
(
1 − exp

(
−𝐴𝑃 (𝑝)

𝑘

)) ,
where exp denotes the exponential mapping function that
bounds the term within (0, 1], and 𝑘 is a scaling factor con-
trolling the aggressiveness of oversubscription. Intuitively,
𝐹 (𝑝) is jointly determined by MRR and AP. Higher MRR and
AP lead to more conservative oversubscription to avoid fre-
quent container evictions and cold starts, while lower values
enable more aggressive oversubscription with limited impact
on deployment latency.
Scarcity brake. To prevent rapid depletion of a container
pool, we introduce a scarcity brake mechanism. When the
available capacity of a pool falls below a predefined threshold,
we immediately disable oversubscription for that pool and
set 𝐹 (𝑝) = 1 for future container allocations. Specifically, for
each container pool 𝑝 ∈ [1, . . . , 𝑃], we define an AP-aware
brake threshold 𝐵𝑝 :

𝐵(𝑝) := 𝐵max ·
(
1 − exp

(
−𝐴𝑃 (𝑝)

𝑘

))
, 𝑝 ∈ [1, . . . , 𝑃],

where 𝐵max is the maximum system-wide brake threshold
and 𝑘 is the scaling factor. Pools with higher AP deplete
faster, thus requiring higher thresholds to enforce more con-
servative oversubscription. This mechanism applies only
to newly created containers, while existing oversubscribed
containers remain unaffected to avoid operational overhead.

3.5 Container Placement
Commercial cloud platforms typically use “best-fit” place-
ment [13, 29, 69, 76], the de facto scheduling approach for
minimizing server/VM count andmaximizing utilization [32].
Building on this, Unipool adopts a simple yet effective policy
that consistently outperforms vanilla best-fit across oversub-
scription settings. Specifically, Unipool considers the follow-
ing three factors when placing a container among multiple
VM candidates:
Placement feasibility.Unipool first performs an admission
check on candidate VMs. A feasible VM must provide suf-
ficient capacity for the incoming container and guarantee
that oversubscribed containers can reclaim their reserved
resources upon activation. Unipool therefore filters the set
of physically eligible VMs for container placement.
VM load. Among feasible candidates, Unipool prefers the
most heavily loaded VMs, up to a predefined allocation
threshold to avoid severe resource contention [29], thereby
achieving compact best-fit packing and minimizing server
provisioning cost.
Container pool diversity. For VMswith similar load levels,
Unipool favors those VM candidates hosting more diverse

container pools. This reduces the likelihood that bursty work-
loads from a single customer disproportionately impact a
VM and trigger large-scale container evictions.

3.6 Container Activation
When multiple pre-provisioned containers are available in
the pool, we design Unipool’s container selection and activa-
tion policy to be eviction-aware. Activating an oversubscribed
container reclaims its full resource allocation and may trig-
ger the eviction of other pre-provisioned containers to satisfy
VM capacity constraints. However, container eviction is a
major source of deployment cold starts. To select among
multiple eligible pre-provisioned container candidates, we
first identify their host VMs and estimate the number of con-
tainer evictions required for each activation. Unipool then
prioritizes activating the candidate that incurs the fewest
evictions. If multiple candidates result in the same eviction
count, we break ties by selecting the host VM that retains the
largest amount of remaining free capacity after activation
and eviction.

3.7 Container Eviction and Pool Hedging

Urgency-aware eviction. When a VM becomes overcom-
mitted after activating a container due to physical resource
reclamation, Unipool must evict one or more pre-provisioned
containers so that the VM capacity is not exceeded. Instead of
classic cache eviction policies that primarily consider histor-
ical reuse (e.g., least recently used (LRU) or least frequently
used (LFU)), Unipool ranks eviction container candidates
by computing AP-aware urgency scores. For each pool 𝑝 ,
Unipool computes an eviction score:

𝐸 (𝑝) := 𝑆 (𝑝)
max(𝐴𝑃 (𝑝), 𝜖) , 𝑝 ∈ [1, . . . , 𝑃],

where 𝑆 (𝑝) is the fraction of ready pre-provisioned contain-
ers above pool 𝑝’s target size, 𝐴𝑃 (𝑝) is the arrival pressure
defined in Section 3.4, and 𝜖 is a trivial constant that avoids
division by zero. Intuitively, higher 𝐸 (𝑝) means the pool has
more spare capacity relative to its near-term demand, and
is therefore safer to evict from. This protects high-AP pools
even when they temporarily contain idle containers, while
allowing Unipool to reclaim capacity from low-AP pools
with surplus pre-provisioned containers. When ranking can-
didates on the same VM, Unipool normalizes 𝐸 (𝑝) across
the candidate set and combines it with normalized container
size to prefer evictions that both avoid high-AP pools and
quickly reclaim the overloaded resources.
Container pool hedging. Unipool uses a hedging strategy
that selectively maintains over-provisioned container pools
to hedge against bursty request arrivals and deployment cold
starts. For each container pool 𝑝 ∈ [1, . . . , 𝑃], we introduce
a hedge buffer that prevents individual container evictions
from immediately reducing the pool below its target size.
Similar to the oversubscription mechanism in Section 3.4,



we design the hedge size 𝐻𝑝 for each container pool to be
AP-aware:

𝐻 (𝑝) := 𝐻max ·
(
1 − exp

(
−𝐴𝑃 (𝑝)

𝑘

))
, 𝑝 ∈ [1, . . . , 𝑃],

where 𝐻max denotes the maximum system-wide hedge size
and 𝑘 is the scaling factor. Intuitively, pools with higher AP
are more vulnerable to burst-induced depletion and there-
fore maintain larger hedge buffers to reduce unexpected
deployment cold starts.

4 Implementation
We prototype Unipool on Kata Containers [34] and Kuber-
netes [27], the container orchestration stack underlying com-
mercial platforms such as AWS EKS [11], GKE [25], and
AKS [52]. The prototype runs on Azure Linux 3 VMs with
modifications to three components:

• PPR controller that monitors PreProvisionPool cus-
tom resources and transitions pods through three acti-
vation states (pending → booting → active) via anno-
tations, implementing pool sizing, the activation policy
of Section 3.6, and VM autoscaling.

• Kubelet patch that updates Kata cgroup limits [40] at
each transition. It assigns pods a boot envelope of 250 mil-
licores and 256 MiB for fast startup, an idle envelope of 100
millicores and 64MiB to satisfy per-pool MRR (Section 3.4),
and the full requested resources only upon activation.

• Scheduler plugin that bin-packs against the oversub-
scribed view in Section 3.4 rather than raw pod requests,
decoupling resource accounting from cgroup enforcement
to keep oversubscription independent of execution.

The container network interface, runtime, image format, and
the rest of the control plane remain unmodified.

5 Evaluation
5.1 Experimental Setup

Real cluster. We use our Unipool implementation on a Ku-
bernetes cluster with 25 Azure D16s_v3 VMs. Each VM has
16 CPUs and 64GiB memory with Linux 6.6.138, contain-
erd 2.1.6, Kata 3.19.1 over Cloud Hypervisor, and Cilium
1.16.5. The cluster has one control-plane node, one dedi-
cated evaluation-driver node excluded from scheduling, and
23 worker nodes, totaling 368 worker cores. The evalua-
tion driver runs in the same virtual network but outside the
worker pool, ensuring that neither trace replay nor in-pod
workloads interfere with measurements. The testbed further
includes a VM autoscaler operating at 15 s intervals with a
minimum pool size of three VMs. Container pools are sized
using DROPS [2] with a P100 target, the most demanding
configuration in which every request must be served from a
PPR, thereby maximizing oversubscription pressure.

Table 1. Cluster-wide resource and cost comparison.

Metric No oversub. Unipool Reduction

PPR CPU core hours 672.35 121.22 −82.0%
Worker VM hours 64.46 16.00 −75.2%
3-hour VM cost ($) $49.50 $12.29 −75.2%

Simulator. Following prior studies on large-scale cloud pro-
duction trace evaluation [2, 57, 62, 76], we build a high-
fidelity event-driven simulator to evaluate Unipool and SOTA
baselines. The simulator is highly extensible and supports
arbitrary numbers of services across the FaaS, CaaS, and
IaaS layers. Container requests from production traces are
encapsulated as events with metadata, including request IDs,
image IDs, execution durations, and resource limits. These
events are injected into the simulator to faithfully replay real-
istic container allocation and management behavior. We use
an average container cold-start delay of 20 s, consistent with
reported startup measurements on commercial container
platforms [41, 68].

Baselines.Weprimarily compare Unipool against four SOTA
baselines: (1) K8s [27], specifically the HPA in Kubernetes
that sizes the container pools based on predefined thresh-
olds; (2) Intelligent Pooling [57], an ML-based approach that
dynamically optimizes pool sizes using workload predic-
tion; and (3) DROPS [2], which statistically determines pool
sizes based on historical traces given target SLOs. (4) No pre-
provision, which disables all pre-provisioned containers and
creates containers on demand, serving as a lower bound on
resource waste measurement. All baselines are evaluated in
the simulator, whereas the real-cluster evaluation primarily
compares Unipool with a no-oversubscription configuration
(Section 5.2). The cluster experiment focuses on container-
resource oversubscription because its runtime effects cannot
be evaluated confidently through simulation alone. On our
25-VM testbed, we replay a three-hour subset of the produc-
tion trace with customer-level downsampling to evaluate
Unipool’s oversubscription in a real cluster.

Workload traces. Unlike prior work [2, 44, 57, 62, 63, 72],
which evaluates a single trace type (i.e., either FaaS or CaaS),
Unipool is the first to study mixed FaaS and CaaS production
traces for multi-layer resource management.

For real-cluster experiments, we replay a three-hour trace
segment containing 947 invocations from the second-day
peak of the traces from Azure container platforms. The work-
load is sampled at the customer level such that all pods fit
on a single worker while exceeding the boot envelope. The
trace events are replayed as POST /acquire and DELETE re-
quests. Each invocation executes stress-ng --cpu N for its
trace-derived lifetime, where 𝑁 equals the pod CPU request
rounded up to the nearest core. For large-scale simulation,



Figure 7. Cluster-wide CPU utilization timeline. Core allocation during the three-hour trace replay on the 25-VM cluster
using No oversubscription (left) vs. Unipool (right).

Figure 8. Container deployment latency CDF over the three-
hour trace replay on the 25-VM cluster.

we use the same FaaS and CaaS traces as in Section 2.4, align
their timelines, and merge them as input to the simulator.
Metrics. We focus on two key metrics. (1) Container deploy-
ment latency: the time elapsed from request arrival until the
container is allocated and ready to serve the request. This
metric reflects customer-facing SLOs and service respon-
siveness. (2) Resource waste time: the product of allocated
resources and their occupation duration, which quantifies
infrastructure resource cost for cloud providers [62, 63, 72].
We primarily measure CPU and memory waste and leave
other resource types (e.g., storage and network bandwidth)
to future work. We also report fine-grained system behavior,
including scheduling decisions and runtime overheads.

5.2 Real-Cluster Evaluation
We compare two configurations on the same cleaned cluster:
(1) a no-oversubscription baseline, where PPRs are assigned
their full resource requests, and (2) Unipool with a scaling
factor of 𝑘 = 10, corresponding to an aggressive oversub-
scription setting in the real-cluster deployment and chosen
to stress-test Unipool under high consolidation pressure.
End-to-end results. Figure 7 plots the cluster-wide CPU
timeline. The no-oversubscription baseline maintains a near-
constant PPR footprint of ∼224 cores based on the DROPS-
P100 estimate. In contrast, Unipool reduces the idle PPR

footprint to ∼40 cores and enables the autoscaler to reclaim
VMs during demand valleys, reducing the number of active
workers from 23 to 7. The cluster-wide memory allocation
timeline follows the same trend as the CPU timeline.

Figure 8 reports container deployment latency CDFs and
Table 1 summarizes cluster-wide infrastructure cost. Across
947 invocations, Unipool achieves a 100% PPR hit rate, match-
ing the no-oversubscription baseline. Despite reserving 5.5×
less PPR capacity, Unipool remains within 212ms at P99 de-
ployment latency (461ms vs. 249ms; P50 91ms vs. 79ms).
At the same time, Unipool reduces PPR CPU hours by 82%
and worker VM hours by 75%, lowering the three-hour in-
frastructure cost from $49.50 to $12.29.

Cold-start comparison. A cached-image cold start in this
setup takes 4.4 s at the median and 7.2 s at P99, compared
with 90ms and 459ms under Unipool, corresponding to a
49× median speedup and a 16× P99 speedup. Figure 8 shows
the latency CDF and further confirms that oversubscription
introduces a modest tail-latency overhead relative to the
no-oversubscription baseline. Meanwhile, the cluster CPU
timeline in Figure 7 shows substantially smaller PPR foot-
prints and earlier VM reclamation under Unipool, yielding
large resource savings at minimal activation cost.

5.3 Large-Scale Simulation

Container resource waste and deployment latency.We
replay our large-scale production trace in our simulator to
compare Unipool against the SOTA container management
solutions. Figure 9a breaks down the wasted resources and
average container deployment latency. Across both FaaS and
CaaS traces, Unipool substantially reduces resource waste
compared to all baselines. Excluding IaaS empty waste ob-
served without pre-provisioning (No PP.), Unipool reduces
CPU and memory waste by 92% over DROPS-P98. The re-
duction comes from two sources. First, Unipool decreases
waste from pre-provisioned containers (FaaS PP. and CaaS
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Figure 9. Resource waste decomposition and deployment latency comparison. (a) CPU and memory waste time broken
down into active container executions (FaaS and CaaS active), pre-provisioned container resources (FaaS and CaaS PP.), and
fragmented unused VM capacity (IaaS empty). Baselines include Kubernetes HPA [27] (K8s), Intelligent Pooling [57] (Intel.
Pool), DROPS [2], and no pre-provisioning (No PP.). (b) Average container deployment latency for FaaS and CaaS traces.
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Figure 10. Container deployment cold-start timeline during
a 24-hour replay of mixed FaaS and CaaS production traces.

PP.) through container pool consolidation and dynamic over-
subscription across cloud layers. Second, Unipool reduces
fragmented unused VM capacity (IaaS empty) through ef-
ficient container packing, activation, and eviction policies.
The trends mirror the real-cluster results in Section 5.2 at
large scale.

The resource waste of Unipool is close to the No PP. base-
line, which represents the lower bound without maintaining
PPRs. While Unipool and DROPS-P99 use the same pool-
sizing target, Unipool reduces CPU and memory waste by
95% while achieving comparable deployment latency. Lower-
ing theDROPS target SLO fromP99 to P98 decreases resource
waste, but at the cost of deployment latency that is higher
than Unipool across both FaaS and CaaS workloads. These
results indicate that Unipool achieves better trade-offs with
efficient cross-layer PPR management and oversubscription.

Despite using significantly fewer PPRs, Unipool achieves
the lowest average deployment latency across both FaaS and
CaaS workloads. Compared with DROPS-P98, Intelligent
Pooling, and K8s, Unipool reduces average deployment la-
tency by 26.0%, 66.9%, and 20.9% for FaaS workloads and
21.9%, 72.2%, and 71.4% for CaaS workloads. In contrast,
while No PP. eliminates nearly all pre-provisioning waste, it

Fixed oversub.
Unipool

Fa
aS

 d
ep

lo
y. 

la
te

nc
y 

(s
)

4

5

6

7

CPU waste (core × h)
5×105 1×106

Memory waste (GB × h)
1×106 2×106

Fixed oversub.
Unipool

C
aa

S 
de

pl
oy

. l
at

en
cy

 (s
)

2
4
6
8

10

CPU waste (core × h)
5×106 1×107

Memory waste (GB × h)
2.5×107 5×107

Figure 11. Container oversubscription comparison.Av-
erage container deployment latency vs. resource waste using
FaaS and CaaS traces, with oversubscription factor decreases
from 64 to 1 (left to right).

suffers from 3.9× and 7.6× higher deployment latency than
Unipool for FaaS and CaaS workloads, respectively.

Container deployment timeline. Figure 10 shows the num-
ber of container deployment cold starts over a 24-hour replay
period in the second-day traces. Across both FaaS and CaaS
traces, Unipool consistently maintains the lowest cold-start
counts among all evaluated solutions. On average, Unipool
reduces deployment cold starts by 24.4%, 68.7%, and 28.8%
compared with K8s, Intelligent Pooling, and DROPS-P98 for
FaaS workloads, respectively. For CaaS workloads, Unipool
achieves even larger reductions of 72.4%, 73.3%, and 23.7%.
Specifically, during workload bursts, Unipool rapidly adapts
to fluctuations in both FaaS and CaaS request arrivals, pre-
venting the cold-start spikes observed in existing approaches.
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Figure 12. Container placement comparison. Average
container deployment latency vs. resource waste using FaaS
and CaaS traces under different placement strategies.

5.4 Ablation Study
In Figures 11 to 13 and 15, each comparison replaces one
Unipool mechanismwhile retaining the others, so differences
from full Unipool isolate that mechanism’s contribution. Fig-
ure 11 replaces adaptive oversubscription with fixed over-
subscription; Figure 12 replaces Unipool’s container place-
ment with vanilla best-fit placement; Figure 13 replaces its
activation policy with random or round-robin activation;
and Figure 15 replaces its eviction policy with largest-first
(LF), greedy dual (GD), least-recently-used (LRU), or least-
frequently-used (LFU) eviction. Figure 14 shows the correla-
tion between eviction volume and deployment latency under
fixed oversubscription factors.
Container oversubscription. Figure 11 shows the trade-
off between deployment latency and resource waste for fixed
oversubscription, which is the common practice in clouds [15,
37], and Unipool on both real-world FaaS and CaaS traces.
For the fixed strategy, we vary the oversubscription factor
from 64 to 1 with an exponential step of 2 (e.g., 64, 32, . . ., 1).
For Unipool, we vary the max factor𝑚 over the same range.
Unipool significantly reduces resource waste while achieving
similar or lower container deployment latency for both FaaS
and CaaS workloads. Specifically, Unipool reduces CPU and
memory waste by 4.6× and 4.5× for FaaS workloads, and
reduces CPU and memory waste by 5.2× and 1.9× for CaaS
workloads, while maintaining lower deployment latency.
Container placement. Figure 12 shows the trade-off be-
tween deployment latency and resource waste at the FaaS
and CaaS layers using their corresponding production traces.
The results show that, compared to the vanilla best-fit place-
ment strategy, Unipool achieves similar or lower resource
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Figure 13. Container activation comparison. Average
container deployment latency vs. resource waste using FaaS
and CaaS traces across activation strategies.
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Figure 14. Correlation between container deployment la-
tency and eviction volume under fixed oversubscription fac-
tors ranging from 1 to 64when running FaaS andCaaS traces.

waste while consistently delivering lower container deploy-
ment latency across both FaaS and CaaS workloads.
Container activation. Figure 13 compares the trade-off
performance of Unipool against two alternative activation
strategies under Unipool’s oversubscription mechanism. We
vary the maximum oversubscription factors from 64 to 2
to evaluate activation behavior across different contention
levels: (1) Random, which randomly selects a pre-provisioned
container for activation. (2) Round robin, which collects the
host VMs of available candidates and activates containers in
a cyclic manner across VMs. Across most oversubscription
settings, Unipool consistently achieves a better deployment
latency versus resource waste trade-off, providing lower
deployment latency while maintaining similar or lower re-
source waste.
Container eviction. Figure 14 shows the relationship be-
tween container eviction volume and deployment latency
under different oversubscription factors using both FaaS and
CaaS traces. The results reveal a strong correlation between
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Figure 15. Container eviction comparison. Average con-
tainer deployment latency vs. resource waste using FaaS and
CaaS traces across eviction strategies.
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Figure 16. Pool consolidation comparison. Average con-
tainer deployment latency vs. resource waste for Unipool
and its variant with pool consolidation disabled.

eviction volume and deployment latency, where higher evic-
tion volume consistently leads to longer deployment latency.
Figure 15 compares Unipool against four representative

eviction policies commonly used in caching systems: (1)
Largest first (LF), which evicts containers that reclaim the
largest amount of resources. (2) Greedy dual (GD), which
prioritizes containers based on a combination of startup cost,
resource size, and activation frequency, following prior cloud
cache systems [24, 63, 71]. (3) Least recent used (LRU), which
evicts the least recently used containers. (4) Least frequently
used (LFU), which evicts the least frequently used containers.
Across both FaaS and CaaS traces, Unipool consistently

achieves the best or near-best deployment latency–resource
waste trade-off. While LF and GD focus on immediate re-
source reclamation efficiency and LRU/LFU rely solely on
historical access patterns, Unipool jointly considers resource
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Figure 17. Sensitivity analysis. Average container deploy-
ment latency vs. resource waste using FaaS and CaaS traces
under different scaling factors 𝑘 .

recovery and arrival pressure. Consequently, Unipool avoids
evicting containers that tend to be activated in the near
future, reducing eviction-induced cold starts and enabling
lower deployment latency at comparable resource wastes.
Pool consolidation. Figure 16 compares Unipool and its
variant with pool consolidation disabled across oversubscrip-
tion factors. Unipool substantially reduces resource waste:
at factor 64, CPU and memory waste decrease by 60.0% and
57.7%, respectively, with a modest increase in container de-
ployment latency.

5.5 Sensitivity Analysis
The primary performance knob of Unipool is the scaling
factor 𝑘 (Section 3.4), which controls the aggressiveness of
resource oversubscription, activation, eviction, and hedging,
thus balancing between deployment latency and resource
waste. Figure 17 evaluates Unipool under different values of
𝑘 , ranging from 64 to 1. Across both FaaS and CaaS traces,
increasing 𝑘 consistently reduces resource waste at the cost
of higher deployment latency. Conversely, smaller values
of 𝑘 maintain larger resource buffers, resulting in lower de-
ployment latency but higher resource waste. The results
demonstrate that 𝑘 provides a smooth and flexible trade-off
curve, allowing cloud operators to select operating points
that match their latency and efficiency objectives.

6 Discussion
Resource signal faithfulness. In first-party deployments,
the cloud platform’s FaaS and CaaS control planes generate
resource signals, and tenants typically cannot manipulate
them. While a third-party platform could falsely report idle



pre-provisioned instances as active to avoid oversubscrip-
tion, one billing-based mitigation is to charge a lower rate
for idle instances and the normal rate for active ones. AWS
Lambda’s provisioned concurrency and Azure Functions’
always-ready instances similarly distinguish charges for pro-
visioned capacity from execution [3, 49].
Tenant fairness. Unipool’s pressure-aware oversubscrip-
tion can be more aggressive for low-arrival-pressure pools,
increasing their risk of eviction or additional deployment la-
tency upon activation. To mitigate this risk, Unipool reserves
a minimum amount of resources for every pre-provisioned
container. It also disables further oversubscription when a
pool’s available capacity falls below a threshold (Section 3.4).
It restores each container’s full allocation upon activation
(Section 3.6). These safeguards are designed to reduce differ-
ences in deployment latency across tenants.

7 Related Work
Resource autoscaling and provisioning. FIRM [56] lever-
ages ML to adaptively provision containers for mitigating
SLO violations in microservices. ORION [44] analyzes pro-
duction FaaS traces to improve function execution and VM
provisioning for serverless directed acyclic graph (DAG) ap-
plications. RainbowCake [72] and InstaInfer [63] use intelli-
gent resource provisioning to mitigate container cold starts
in serverless platforms. UAHS [42] and CAHS [43] predict
VM demand uncertainty and accurately optimize VM pro-
visioning strategies. The Kubernetes ecosystem [17, 27, 36]
provides representative SOTA frameworks for dynamic con-
tainer autoscaling based on historical resource usage. How-
ever, no prior work has explored the resource inefficiency
and optimized resource provisioning through consolidation
in cross-layer cloud systems.
Resource oversubscription.Resource oversubscription has
been widely explored to improve infrastructure utilization
in multi-tenant cloud platforms. Prior work in Database-as-
a-Service (DBaaS) environments studies tenant placement
and resource allocation under oversubscribed clusters. König
et al. [35] investigates tenant placement strategies for over-
subscribed DBaaS clusters to improve utilization while main-
taining performance isolation. Arora et al. [7] proposes flex-
ible resource allocation mechanisms that dynamically adjust
resource assignments among database tenants to better han-
dle workload fluctuations. However, existing approaches pri-
marily focus on oversubscribing running or active resources,
whereas Unipool is the first to oversubscribe pre-provisioned
resources, avoiding interference with runtime resource allo-
cation and execution performance. Runtime resource over-
subscription is orthogonal to Unipool and can be integrated
with our design to further expand the optimization space.
Resource allocation andplacement.Mesos [30], Borg [67],
Omega [61], and YARN [66] enable scalable scheduling and
efficient resource sharing across shared clusters. Subsequent

systems [19, 26, 55, 64] improve scheduling quality and re-
sponsiveness and extend cluster management to region-wide
optimization [54]. Resource Central [18], Morpheus [31], and
SelfTune [33] leverage workload characterization and adap-
tive policies, while VM-specific allocators [14, 20, 29, 39]
refine deployment decisions under cloud constraints. Other
efforts focus on admission control and spare capacity har-
vesting [60, 77]. In contrast to existing works, Unipool jointly
optimizes container management across cloud layers to im-
prove resource efficiency.

Resource harvesting and preemption. Resource harvest-
ing has been widely studied to improve datacenter utilization
by exploiting temporarily idle resources. SmartHarvest [70]
leverages historical utilization patterns to safely reclaim
spare capacity in clusters. MHVM [23] dynamically reclaims
unused memory from running virtual machines. BlockFlex
[58] enables flexible disaggregation and harvesting of unused
storage bandwidth in cloud environments. Recent efforts
have also explored harvesting in serverless platforms. Zhang
et al. [76] opportunistically utilize harvested VM resources
to serve serverless workloads. Other works [73–75] propose
harvesting idle function resources in serverless platforms to
improve resource efficiency. The cross-layer resource con-
solidation of Unipool is orthogonal to the above resource
harvesting solutions.

8 Conclusion
This paper studies the inefficiencies of PPR in modern cloud
platforms and shows that the lack of cross-layer coordina-
tion leads to significant resource waste. Through a detailed
characterization of production traces, we demonstrate that
current PPR management strategies, which operate inde-
pendently at each layer of the cloud stack, systematically
over-provision resources and fail to exploit multiplexing
opportunities. Our analysis reveals persistent underutiliza-
tion caused by hidden idle resources, temporal mismatches
between workloads and infrastructure, and the inherent lim-
itations of layer-local optimization policies.
To address these challenges, we present Unipool, a uni-

fied framework that consolidates PPR management, enables
resource-state visibility across layers, and leveragesworkload-
aware oversubscription to improve efficiency while preserv-
ing deployment latency. Our evaluation on mixed FaaS and
CaaS production traces through large-scale simulations and
experiments on a 25-VM testbed shows that Unipool reduces
pre-provisioning resource waste by 92% and lowers average
deployment latency by 21% over the strongest baseline.
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