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Abstract—As a popular distributed learning paradigm, fed-
erated learning (FL) over mobile devices fosters numerous
applications, while their practical deployment is hindered by
participating devices’ computing and communication hetero-
geneity. Some pioneering research efforts proposed to extract
subnetworks from the global model, and assign as large a
subnetwork as possible to the device for local training based
on its full computing and communications capacity. Although
such fixed size subnetwork assignment enables FL training over
heterogeneous mobile devices, it is unaware of (i) the dynamic
changes of devices’ communication and computing conditions
and (ii) FL training progress and its dynamic requirements of
local training contributions, both of which may cause very long
FL training delay. Motivated by those dynamics, in this paper,
we develop a wireless and heterogeneity aware latency efficient
FL (WHALE-FL) approach to accelerate FL training through
adaptive subnetwork scheduling. Instead of sticking to the fixed
size subnetwork, WHALE-FL introduces a novel subnetwork
selection utility function to capture device and FL training
dynamics, and guides the mobile device to adaptively select the
subnetwork size for local training based on (a) its computing
and communication capacity, (b) its dynamic computing and/or
communication conditions, and (c) FL training status and its
corresponding requirements for local training contributions.
We provide a theoretical convergence analysis for WHALE-
FL with heterogeneous subnetwork assignment, based on which
subnetwork structures can be dynamically optimized to reduce
the resulting gap to standard full-model FL. Our evaluation
shows that, compared with peer designs, WHALE-FL effectively
accelerates FL training without sacrificing learning accuracy.

Index Terms—Federated learning, wireless network, subnet-
work training, device heterogeneity, training dynamics.
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I. INTRODUCTION

Federated Learning (FL) [1] recently experienced a notable
evolution, expanding its scope from conventional data center
environments to harness the potential of mobile devices [2]–
[4]. This shift has been propelled by the continuous ad-
vancements in hardware, empowering mobile devices like
the NVIDIA AGX, iPhone 16, and MacBook Pro, etc. with
increasingly robust on-device computing capabilities tailored
for local training. With the collective intelligence of ending
edge devices and FL’s fundamental principle of preserving
data privacy, FL over mobile devices has paved the way for a
diverse spectrum of innovative mobile applications, including
keyboard predictions [5], smart home hazard detection [6],
health event detection [7], and so on.

While FL over mobile device has great potentials, its prac-
tical deployment faces significant challenges due to the inher-
ent heterogeneity among real-world mobile devices, varying
in computing capability, wireless conditions and local data
distribution [8]. Existing FL studies often assume the model-
homogeneous setting, where global and local models share
identical architectures across all clients. However, as devices
are forced to train models within their individual capability,
developers have to choose between excluding low-tier devices,
introducing training bias [9], or maintaining a low-complexity
global model to accommodate all clients, resulting in de-
graded accuracy [10], [11]. The trend towards large models
like Transformers [12] exacerbates the issue, hindering their
training on mobile devices. Furthermore, unlike GPU clusters
with stable high-speed Internet connections, mobile devices’
computing resources are constrained and heterogeneous and
their wireless transmissions are relatively slow and dynamic,
both of which lead to huge latency in FL training [13],
[14] and may severely degrade the performance of associated
applications.

To address the limitations of model-homogeneous FL, re-
searchers have recently studied how to train different sized
models across heterogeneous mobile clients and correspond-
ing global model aggregation in FL training. Subnetwork
training, exemplified by pioneering approaches like width-
based subnetwork generation in Federated Dropout [15] and
HeteroFL [16], and depth-based generation in DepthFL [17],
has proven effective by enabling mobile devices to train
smaller subnetworks derived from the large global server
model and offer solutions to aggregating diverse devices’
subnetworks. By tailoring subnetwork size for the individual
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device, subnetwork training can ensure compatibility with
mobile devices owning heterogeneous computing and commu-
nications capability. However, a prevalent challenge in current
subnetwork approaches lies in their static fixed-size subnet-
work assignment policy. For example, once a subnetwork
size is determined based on a device’s capacity, Federated
Dropout randomly samples channels in each layer according
to this size, while HeteroFL selects the first consecutive set
of channels to match the target width - and this size remains
unchanged throughout the entire training process. Such a static
policy may fail to unleash the full potential of subnetwork
based training, mainly due to the unawareness of system
dynamics (i.e., computing and communications dynamics) and
FL training dynamics.

System dynamics encompass the time-varying computing
loads of devices’ background applications and the fluctuating
wireless communication conditions across FL training rounds,
which affects the sizes of subnetworks that a mobile device
can support over rounds. Since most modern mobile devices
(e.g., smartphones) participating in FL training have the ability
to run multiple tasks (e.g., video streaming, image processing,
and social media updates [18]) simultaneously, the dynamic
orchestration of CPU/GPU resources across these concurrent
activities results in the fluctuations in computing power and
available memory for FL tasks, consequently impacting the
supported subnetwork sizes for on-device computing. Sim-
ilarly, wireless communications dynamics caused by users’
mobility, wireless channel fading, etc. lead to dynamic trans-
mission rates, which directly affect candidate subneworks
sizes that a mobile device can support for local model updates.

FL training dynamics represents FL convergence’s dynamic
requirements for the contributions from local training at
different training stages, which implicitly affects participating
devices’ selections on subnetwork sizes. Recent studies have
revealed that critical learning periods (CLP) exist in the train-
ing process of deep neural networks [19], [20], which refers
to specific phases during training when the neural network
undergoes significant changes in how it learns and organizes
information. Notably, the information in the weights does
not increase monotonically during training. As FL training
proceeds into the CLP, more accurate local model updates
are needed for the global training model to converge. When
FL training is close to convergence (i.e., the late stage), most
mobile devices have already made substantial contributions to
the global model. Thus, the adjustment of subnetwork sizes
in FL is reasonable to align with such training dynamics.

We observe that failing to capture system or FL training
dynamics and always using the possible largest-sized sub-
networks under devices’ full capabilities may significantly
prolong FL training process. Different from prior static fixed-
size subnetwork assignment methods, in this paper, we pro-
pose a wireless and heterogeneity aware latency efficient FL
(WHALE-FL) approach to accelerate FL training via adaptive
width-wise subnetwork scheduling. WHALE-FL character-
izes system dynamics and FL training dynamics and tai-
lors appropriate-sized subnetworks for heterogeneous mobile
devices under dynamic computing/wireless environments at
different FL training stages. As far as we know, WHALE-

FL is the first paper that converts static fixed-size subnetwork
allocation, e.g., HeteroFL [16], Federated Dropout [15], etc.,
into dynamic/adaptive subnetwork scheduling for each device
by jointly considering system heterogeneity and FL training
dynamics, and conducts system level experiments for valida-
tion. Our salient contributions are summarized as follows.
• We design a novel subnetwork selection utility function

to capture system and FL training dynamics, guiding
mobile devices to adaptively size their subnetworks
for local training based on the time-varying comput-
ing/communication capacity and FL training status.

• We provide a theoretical convergence analysis for
WHALE-FL with heterogeneous subnetwork assignment,
based on which subnetwork structures can be dynami-
cally optimized to reduce the resulting gap to standard
full-model FL.

• We develop a WHALE-FL prototype and evaluate its per-
formance with extensive experiments. The experimental
results validate that WHALE-FL can remarkably reduce
the latency for FL training over heterogeneous mobile
devices without sacrificing learning accuracy.

The remainder of the paper is organized as follows. Sec-
tion II reviews the literature and states our design goals.
Section III introduces necessary preliminaries. Section IV
elaborates on our WHALE-FL design. Section V introduces
the setup of our experiments and Section VI presents the
evaluation results. Section VII finally concludes the paper.

II. RELATED WORK

Heterogeneous FL often faces the straggler issue, where
a few low-end devices may significantly prolong the conver-
gence process. Early approaches, such as FedProx [21] and
Oort [22], aimed to mitigate the impact of system heterogene-
ity by improving federated optimization or incorporating client
selection strategies. However, these methods assumed that all
local models share the same architecture as the global model,
resulting in identical numbers of local training parameters
and uniform transmission costs across all clients. In practice,
client devices often possess highly diverse computational and
communication resources. Enforcing the same model architec-
ture excludes resource-constrained devices from participation,
limiting both inclusivity and potential contributions from their
local data. With the growing trend toward larger models,
model-homogeneous FL becomes increasingly impractical due
to the inability of many devices to support such sizes.

Recent studies have empirically demonstrated the feasibility
of using heterogeneous client models in FL to alleviate
straggler effects. This has drawn substantial attention to a class
of FL algorithms that train reduced-size heterogeneous local
models - often derived by pruning a shared global model or
extracting subnetworks - for global aggregation. For instance,
methods incorporating pruning into FL, such as PruneFL [23],
proposed adaptive parameter pruning during training, while
FedMask [24] introduced FL with personalized, structured
sparse masks. Similarly, Hermes [25] applies structured prun-
ing to identify small local models, and FedPE [26] leverages
personalized local models with pruning and error compensa-
tion to address heterogeneity and reduce communication costs.
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While model pruning clearly reduces transmission overheads,
its benefit on computational overhead saving is hard to verify
in practice, as zeroed parameters, typically generated using
binary masks applied to dense parameters in most existing
implementations, still contribute to computations [23].

Another line of research in model-heterogeneous FL fo-
cuses on subnetwork training. Pioneering studies like Het-
eroFL [16] and FjORD [27] proposed generating heteroge-
neous local models by statically extracting sub-models from
the global network. Dynamic subnetwork extraction methods
have also been explored. For example, FedDropout [15]
extracts subnetworks randomly, while FedRolex [28] employs
rolling subnetwork extraction within the full model. FI-
ARSE [29] dynamically adjusts subnetworks based on param-
eter importance for heterogeneous clients, and FedDSE [30]
allows clients to extract neurons based on their activation over
local datasets to form personalized subnetworks. While these
subnetwork selection approaches effectively address device
heterogeneity, they remain unaware of challenges posed by dy-
namic variations in computational resources, communication
conditions, and FL training progress. Moreover, most existing
works demonstrate convergence through experiments but lack
rigorous theoretical convergence analysis. These limitations
highlight the need for an adaptive subnetwork scheduling
design that captures FL training dynamics, recognizes com-
puting/communication constraints, and selects appropriately
sized subnetworks for local training, to accelerate FL training
with theoretical convergence guarantees.

III. PRELIMINARY

A. FL over Heterogeneous Mobile Devices

Consider that M mobile devices in a wireless network
collaboratively engage in FL to train a deep neural network
on locally distributed datasets {D1, · · · ,Di, · · · ,DM}. The
objective of FL is to learn a global model by minimizing the
global loss function F (θ) , 1

M

∑M
i=1 Fi(θ) where Fi(θ) is

the local loss function of client i defined over its dataset Di.
Each device maintains a local model Wi, which is updated
by applying stochastic gradient descent (SGD) [31] to its
parameters θi on the data samples through local training. Here,
we use Wi,r to represent the local model structure of client
i in the round r, while θi,r denotes the trainable parameters
(weights) of its model. The server collects the local model up-
dates and aggregates them into a global model Wg,r [1], [32].
This aggregation occurs over multiple communication rounds.
In the subsequent training round, the global model Wg,r,
instantiated with the aggregated parameters θr, is transmitted
to the mobile devices, based on which the devices update
their local models. This process repeats until FL converges,
while system heterogeneity (communications and computing)
among mobile devices incurs huge training latency and slows
down FL convergence.

B. FL with Subnetwork Extraction

To address system heterogeneity issue in FL training,
subnetwork method was introduced in [16], which extracts
differently sized subnetworks from a global model.

Let W = {W 1,W 2, · · · ,W p, · · · ,WP } be a collection of
candidate subnetworks to be selected by mobile devices for
local training, where P complexity/size levels are considered.
Here, a lower size level p corresponds to a larger-sized
subnetwork, and WP is the smallest subnetwork for selection,
i.e., WP ⊂ WP−1 ⊂ · · · ⊂ W 1. We follow the same
approach as illustrated in [16] to extract subnetworks from the
global model by shrinking the width of hidden channels with
specific ratios. Let s ∈ (0, 1] be the hidden channel shrinkage
ratio. For a single hidden layer with output channel size outg
and input channel size ing , the sizes for the subnetwork at
level p are given by outp = sp−1outg and inp = sp−1ing .
It then follows that the size of the local model parameters
is |W p| = s2(p−1)|Wg|, and the model shrinkage ratio is
|W p|/|Wg| = s2(p−1). For instance, when we set the hidden
channel shrinkage ratio to s = 1

2 and use P = 5 subnetwork
size levels. The width shrinkage ratios for the five levels are 1,
1
4 , 1

16 , 1
64 , and 1

256 , respectively. This means that each layer of
a subnetwork is pruned from that of the original global model
by a given shrinkage ratio. This enables the assignment of ap-
propriately sized models to participating mobile devices with
varying capabilities. During model aggregation, the server
combines these heterogeneous subnetworks by averaging each
parameter only over the devices whose assigned subnetwork
contains that parameter. This approach supports FL training
with variable-sized local models.

Although the subnetwork method in [16] alleviates sys-
tem heterogeneity issue, it employs a fixed assignment pol-
icy. It cannot adapt to the dynamic changes in wireless
transmission/on-device computing conditions, or the dynamic
requirements of contributions from local training at different
FL training stages, either of which may result in a huge
training latency.

C. Fisher Information

Fisher information is utilized as a measurement of how
much a change in weights can affect the output of neural
networks [19]. It is essentially a second-order approximation
of the Hessian of the loss function [33], [34], providing
information on the curvature of the loss landscape near the
current weights. Such characteristics help to indicate how fast
the gradient changes during training, which may be used to
characterize the FL training dynamics from device side and
further help clients decide how to adjust their subnetworks.

To enable distributed subnetwork scheduling, we use Fed-
erated Fisher Information Matrix (FedFIM) from [20] instead
of the traditional definition of the Fisher Information Matrix
for centralized training to avoid requiring access to the entire
dataset. Given that training data resides in each client, the
gradient of the loss function for a sample (x, y) is calculated
by5(x, y) = ∂

∂θ `(x, y; θ), which is parameterized by its local
model weights θ. Then the FedFIM for client i in the r-th
training round is defined by

fi,r = Exi∼XiEŷi∼Pθi,r (ŷi|xi)[5(xi, ŷi)5 (xi, ŷi)
ᵀ], (1)

where xi and yi denote the input data and its corresponding
label for client i, Xi represents the empirical distribution of the
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i-th client’s local data, and ŷi is a random variable, rather than
a true label, following an approximate posterior distribution
Pθi,r (ŷi|xi).

IV. WHALE-FL DESIGN

Aiming to reduce FL training latency, WHALE-FL en-
titles mobile devices to distributedly extract subnetworks
with appropriate sizes for local training, adapting to their
system dynamics and FL training dynamics. To capture those
dynamics, WHALE-FL presents a novel adaptive subnetwork
selection utility function jointly considering system efficiency
and FL training efficiency. Moreover, WHALE-FL provides a
normalization procedure to convert the calculated subnetwork
selection utility values to discrete size levels of subnetowrks
for mobile devices’ local scheduling decisions. Building on
insights from our theoretical convergence analysis, WHALE-
FL also integrates a subnetwork extraction method that opti-
mizes subnetwork structures for each mobile device in every
FL training round, aiming for faster and better convergence.

A. Adaptive Subnetwork Selection Utility
WHALE-FL’s adaptive subnetwork selection performance

hinges on two critical aspects: system efficiency and training
efficiency. System efficiency encompasses the duration of
each training round, including local computing and model
updates time consumption. Training efficiency gauges the
local training’s contributions to global convergence. The fluc-
tuating wireless conditions and available computing resources
of devices, as well as their training progress with local
data, collectively determine the system and training efficiency,
forming what we term as adaptive subnetwork selection utility.

To accelerate FL training without sacrificing learning accu-
racy, it is critical to balance system and training efficiencies
when selecting the appropriate subnetwork size for each
device’s local training in each round. When system efficiency
is high, indicating strong computational and transmission
capabilities, the focus shifts to optimizing training efficiency
for subnetwork size adjustments. At the early stage of FL
training, WHALE-FL schedules small-sized subnetworks for
devices’ local training to conserve resources. As FL training
enters the CLP, where more precise local training is required
for convergence, WHALE-FL adapts by increasing the sub-
network size for participating mobile devices. When FL is
close to convergence, WHALE-FL gradually reduces the size
of subnetworks for local training, given the fact that most
devices have contributed enough to global model and it is
unnecessary to keep large-sized subnetworks for local training.
Conversely, when system efficiency is low, indicating that
a device experiences poor computation and communication
conditions, WHALE-FL jointly considers system and training
efficiencies, particularly when increasing subnetwork size, to
avoid prolonging computation and transmission delays.
System efficiency utility. We define the system efficiency
utility (SEi,r) for any given client i in the r-th round based
on its wireless transmission rate and available computing
resources at that time, which is calculated as follows:

SEi,r =
∆

T tri,r + T coi,r
. (2)

Here, T tri,r and T coi,r are the transmission delay and the com-
puting delay, respectively, for the unit/smallest subnetwork.
∆ is the developer-preferred duration of each round, which
may vary for different FL tasks. We assume that the wireless
transmission rates and available computing resources dynam-
ically change over rounds, but are relatively stable within a
FL training round. Thus, given a learning task, transmission
and computing workloads for the unit subnetwork are fixed,
and T tri,r and T coi,r can be easily estimated for device i in the
r-th round. A higher SEi,r enables devices to opt for larger
subnetwork sizes for local training within this round, and vice
versa. The formulation in Eq. (2) comprehensively covers the
system efficiency for communication delay dominant cases
(i.e., slow transmissions & fast computing), computing delay
dominant cases (i.e., fast transmissions & slow computing),
and communication-computing comparable cases.
Training efficiency utility. By employing FedFIM, we define
the training efficiency utility TEi,r for device i in the r-th
round as follows:

TEi,r = Bi

√√√√ 1

D

D∑
d=1

T∑
t=1

f2
i,r−q,t, (3)

where Bi represents the local batch size for device i and
fi,r−q,t denotes the FedFIM for device i at the t-th local
iteration of round r − q. Here, we utilize a window-averaged
FedFIM to measure the dynamic utility during training with
{1, .., d, .., D} as the set of window sizes. The sliding win-
dow operation helps to prevent frequent zigzag changes in
subnetwork sizes, as Fisher information across different local
training iterations may be highly unstable, and directly us-
ing the Fisher information of each iteration could result in
unstable subnetwork selection strategies [19].
Adaptive subnetwork selection utility function. WHALE-
FL trades-off the system and training efficiencies to determine
the utility values for subnetwork scheduling over rounds. The
adaptive subnetwork selection utility function is given by:

Util(i, r) =

Bi

√√√√ 1

D

D∑
d=1

T∑
t=1

f2
i,r−q,t︸ ︷︷ ︸

Training efficiency utility

×
(

∆

Ti,r

)1(Ti,r>∆)×β

︸ ︷︷ ︸
System efficiency utility

, (4)

where Ti,r = T tri,r + T coi,r is the duration of client i in the r-th
round. A large/small value of Util(i, r) suggests that device
i should opt for a large/small sized subnetwork in the sub-
sequent r-th round. Util(i, r) associates system and training
efficiencies with an on-off trade-off term 1(Ti,r > ∆) × β,
where 1(·) is an indicator function that takes value 1 if
the condition in {·} is true and 0 otherwise. This penalizes
the utility of devices that might become bottlenecks for
the current round’s duration by a developer-specified factor
β(β > 0). The longer the transmission/computing delay,
the greater the penalty, and the smaller the corresponding
utility value. That is, when a device experiences a round
duration Ti,r longer than the average due to due to unexpected
poor communication or computing conditions, its system
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efficiency utility is scaled to a value between 0 and 1, thereby
reducing the overall utility Util(i, r). A larger β implies a
stronger penalty. According to our design, such a device will
consequently choose a smaller subnetwork in the subsequent
round. By contrast, for non-straggler devices, their utilities
are not penalized (system efficiency utility = 1) and depend
solely on their training dynamics, as their completion times
do not prolong the FL training round. Here, β rescales the
system efficiency to align with the scale of training efficiency,
facilitating an effective trade-off between the two.

B. Utility Value to Subnetwork Size Conversion

The calculated utility in Eq. (4) cannot directly be used
by individual mobile device to decide its subnetwork size
selection. To facilitate mobile devices’ decisions, it is nec-
essary to convert subnetwork selection utility values into
available/candidate subnetwork sizes.

Given definitions above, the next step is to normalize
devices’ utility values into the range of [0, 1], in order to
identify the model shrinkage ratio. We propose to use a
piecewise linear function to normalize Util(i, r) into Un(i, r)
as follows.

U(i, r) =

{
Util(i,r)
Uth

, Util(i, r) ≤ Uth,
1, otherwise,

(5)

where Uth is a configurable threshold that represents the utility
level at which the full-sized model should be adopted.

After the utility value normalization, device i selects its
subnetwork for the r-th round local training by

Wi,r =

{
Ŵi,r, if |Wmax

i | > |Ŵi,r|,
Wmax
i , if |Wmax

i | ≤ |Ŵi,r|,
(6)

and its subnetwork size level is p satisfying Wi,r =
W p,∀W p ∈ W . Here, |Wmax

i | denotes the maximum sub-
network size that device i can support with its full computing
capacity, where Wmax

i ∈ W as defined in Sec. III-B.
Ŵi,r ∈ W is a subnetwork derived from normalized utility
value U(i, r), which can be expressed as

Ŵi,r =



W 1, if U(i, r) ≥ (P−1)
P ;

W 2, if U(i, r) ∈ [ (P−2)
P , (P−1)

P );

· · · , · · ·
W p, if U(i, r) ∈ [ (P−p)

P , (P−p+1)
P );

· · · , · · ·
WP , if U(i, r) < 1

P ,

(7)

where |W p|/|Wg| = s2(p−1),∀W p ∈ W .
Then, mobile devices conduct local computing according to

their selected subnetworks, respectively, followed by transmit-
ting local model updates to FL server. FL server aggregates
updated local models with heterogeneous subnetworks and
updates the global model according the rule specified in
Sec. III.B,

In summary, during FL training, mobile devices collect their
local information at runtime, including uplink channel quality,
background computational loads, memory usage, training loss,
etc. Based on the collected information, at the beginning of

Algorithm 1 WHALE-FL Procedure

1: Input: Datasets {D1, . . . ,DM} distributed over M mo-
bile devices; number of local iterations T ; learning rate
η; channel shrinkage ratio s; number of subnetwork
size levels P ; local mini-batch size Bi,∀i; maximum
subnetwork size Wmax

i ,∀i; target per-round duration ∆;
window size D; utility threshold Uth; hyperparameter β.

2: Initialize global model Wg,0

3: for communication round r = 0, 1, 2, · · · do
4: for each client i ∈ [M ] in parallel do
5: pi,r ← SUBNETSELECT(∆, β,D,Bi,W

max
i , P )

6: ini ← spi,r−1ing, out
i ← spi,r−1outg

7: Wi,r ← Wg,r[: ini, : outi] /* Width-
shrinking-based subnetwork extraction */

8: Wi,r+1 ← CLIENTUPDATE(pi,r,Wi,r)

9: for each size level p ∈ [P ] do
10: Aggregate local parameters of subnetwork W p

r+1

from all client with pi,r ≤ p
11: Update global model Wg,r+1 by composing
{W p

r+1}Pp=1

12: function SUBNETSELECT(∆, β,D,Bi,Wmax
i , P )

13: if r = 0 then
14: pi,r ← 1
15: else
16: Compute Util(i, r) via Eq. (4)
17: Compute normalized utility U(i, r) via Eq. (5)
18: Quantize model size Ŵi,r via Eq. (7)
19: Determine subnetwork size level pi,r via Eq. (6)
20: Return pi,r
21: function CLIENTUPDATE(pi,Wi,r)
22: for local ieteration t from 1 to T do
23: Sampling mini-batch of size Bi from Di
24: Update the local model Wi,r via SGD
25: Wi,r+1 ←Wi,r

26: Return Wi,r+1

the r-th training round, each device leverages Eq. (4) to trade-
off system efficiency and training efficiency, and calculates its
adaptive subnetwork selection utility value Util(i, r). The util-
ity value is then normalized into U(i, r). Device i uses U(i, r)
to determine the subnetwork size and select an appropriate
subnetwork for its local training according to Eq. (6) and
Eq. (7). Each device send the subnetwork index (an integer
from 1 to P ) to indicate its choice along with its model
updates to the FL server in each communication round. After
that, the server aggregates locally trained subnetworks with
different sizes and updates the global model for the next round
training. Note that, in our WHALE-FL, each device selects
a subnetwork from a set of predefined levels by width-wise
contraction, informing the server of its choice via a single
scalar index that incurs negligible communication overhead.
The pseudocode of WHALE-FL procedure is provided in
Algorithm 1.



6

C. Convergence Analysis

In this subsection, we present a thorough convergence
analysis of the proposed WHALE-FL under an arbitrary
subnetwork scheduling policy. Specially, our analysis is es-
tablished under the scenarios of heterogeneous FL with non-
convex objectives, where local subnetwork sizes may vary
across mobile devices in any given training round and may
also change across rounds for individual devices.

To facilitate the theoretical analysis, we introduce a notion
of neural region that is defined by

SP = WP
g , (8a)

Sp = W p−1
g \W p

g ,∀p ∈ [2, P ], (8b)

S = {S1, S2, ..., Sp, ..., SP }. (8c)

Here, Sp for p = 1, 2, ..., P represents non-overlapping
neural regions such that a subnetwork at any width level p can
be constituted by a set of neural regions {SP , SP−1, ..., S1}.
Let Sr be the set of the neural regions trained in round r,
where Sr ⊂ S. We further denote by Mp

r the set of clients
whose subnetworks train parameters in the neural region
Sp ∈ Sr in round r and |Mp

r | be the number of clients in
Mp

r . For the ease of theoretical analysis, we further define
|M∗| = minr,p|Mp

r |, p ∈ Sr, ∀r, which measures the
minimum occurrence of any neural region Sp,∀p across all
rounds r. Intuitively, a larger |M∗| implies more sufficient
training for all neural regions, as it reflects a higher minimum
level of client contribution for any neural region. In any
training round r, clients’ subnetworks are extracted based
on the initial global model θr by using masks, where mi,r

represents the subnetwork mask for client i in the r-th round.
With the above notations, we begin with making several

widely-adopted assumptions as follows.

Assumption 1 (Mask-induced noises). There exists ω ∈ [0, 1)
such that the mask-induced noise is bounded by:

||θr − θr �mr,i||2 ≤ ω2||θr||2, ∀i, r. (9)

Assumption 2 (Smoothness Condition). Loss function F (·)
is with L-smoothness:

E[F (θr+1)]− E[F (θr)]

≤E[〈∇F (θr), θr+1 − θr〉] +
L

2
E[||θr+1 − θr||2], ∀r. (10)

Assumption 3 (Bounded variance). There exists σ > 0
satisfying:

Eξi,t∼Di ||∇Fi(θi,r,t; ξi,t)−∇Fi(θi,r,t)||2 ≤ σ2, ∀i, r, t,
(11)

where ξi,t is the data batch sampled from Di in iteration t.

Assumption 4 (Bounded data heterogeneity level). There
exists δ > 0 satisfying:

||∇Fi(θr)−∇F (θr)||2 ≤ δ2, ∀r. (12)

In particular, Assumption 1 is a standard and common set-
ting assuming a smooth loss function. Assumption 2 follows
from [35], which implies the noise introduced by subnetwork
is bounded and quantified. Assumptions 3 is standard for FL

convergence analysis and assume the stochastic gradients to be
bounded and unbiased. Assumptions 4 assumes the differences
between local gradients and global gradients are bounded,
which is required for heterogeneous FL to converge to a
stationary point of standard FL.

Theorem 1. Let all assumptions hold. Suppose
that the step size γ satisfies 0 ≤ γ ≤

min

{
1

12TL ,
|M∗|

16TL
√
M
,

( √
|M∗|

768T 3L3M

)1/3
}

. Then, for all

R ≥ 1, we have:

1

R

R∑
r=1

∑
Sp∈Sr

E
[
||∇F p(θr)||2

]
≤ 8

RTγ
(E[F (θ1)]− E[F (θR+1)])

+
32ω2L2M + 48L3γTM

|M∗|R

R∑
r=1

E
[
||θr||2

]
+

8δ2M

|M∗|
(
32γ2T 2L2 + 1 + 96L3γ3T 3 + 3LγT

)
+

8γLσ2M

|M∗|
(4γTL+

3

2
+ 12L2γ2T 2). (13)

Proof: See Appendix A for the proof.
Theorem 1 demonstrates the convergence rate of the

WHALE-FL algorithm by providing an upper bound on the
average gradient of all clients across all trained parameters.
WHALE-FL relaxes the constraint that all model parameters
must be trained in every round. The results shows that
WHALE-FL can converge under arbitrary adaptive subnet-
work size scheduling. Specifically, larger |Sr| values for each
training round r lead to more bounded gradients in the trained
neuron regions, which help improve the convergence rate.
Besides, except for the non-trained parameters from the global
model, others can be trained by at least |M∗| subnetworks
in each round. As |M∗| increases, the model parameters are
trained more frequently and sufficiently, allowing WHALE-
FL to converge to a stationary point more quickly.

Discussion on WHALE-FL’s scalability. In terms of im-
plementation complexity, the adaptive subnetwork scheduling
method has a theoretical complexity of O(Bi ×D), ensuring
low overhead. Besides, our design allows clients to adjust their
subnetworks locally based on computation and communica-
tion time measurements, which doesn’t require developers to
understand the global dynamic resource allocation strategies,
thereby facilitating its implementation at scale. From the
perspective of theoretical convergence, the effect of increasing
the number of clients on convergence speed in our WHALE-
FL is broadly consistent with that in vanilla FL algorithms.
By mitigating the straggler effect through adaptive subnet-
work scheduling, WHALE-FL has the potential to enhance
scalability in heterogeneous device environments. To support
extension to larger settings, our approach remains compatible
with systemic optimizations such as participant selection,
resource allocation, batch size control, and more, and can
benefit from these complementary improvements.
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D. Subnetwork Extraction Optimization

Inspired by the theoretical findings above, we introduce a
more flexible subnetwork extraction method, given the subnet-
work size level pi,r,∀i, r obtained in Sec. IV-B. Note that this
method is compatible the overall workflow of WHALE-FL as
outlined in Algorithm 1 and can serve as an alternative to the
fixed width-shrinking-based extraction rule, in which each size
level corresponds to a predefined subnetwork structure in the
set W .

In each FL round, we prefer subnetwork extraction strate-
gies with a large minimum covering index |Sr| to reduce
the optimality gap to standard full-model FL, while those
important parameters with high importance are better trained
to promote convergence. Let φp be the parameter size of the
neural region Sp. We introduce a binary variable xpi,r where
xpi,r = 1 indicates if client i includes neural region Sp into
its subnetwork for the r-th round local training; otherwise,
xpi,r = 0. Notice that, for any client i in round r, all the
selected neural regions then form its subnetwork. Let fpr be
the FIM for neural region Sp of the global model at round r,
and let fp,maxr /fp,minr represent the maximum/minimum FIM
of Sp among all clients. For every round r, we formulate a
subnetwork extraction optimization problem in a global view
as follows:

max
xpi,r

min
i,p

(
∑
r′≤r

xpi,r′) ·
fpr − fp,minr + ε

fp,maxr − fp,minr

(14a)

s.t.

∣∣∣∣∣∑
p

xpi,rφ
p

∣∣∣∣∣ ≤ |W pi,r |,∀i, (14b)

xpi,r ∈ {0, 1},∀i, p. (14c)

Here, the term min
i,p

(
∑
r′≤r

xpi,r′) in (14a) represents the

minimum number of times that any neural region Sp has
been locally trained by any mobile device over the previous
training rounds, and maximizing it essentially increases the
minimum covering index |Sr|. The relative Fisher information
term fpr−f

p,min
r +ε

fp,maxr −fp,minr
encourages the inclusion of important

parameters with high Fisher information, i.e., large values of
fpr , into the subnetworks, where ε is a small positive constant
that guarantees the numerator remains positive. Constraint
(14b) ensures that subnetwork size of any mobile device is
restricted to the size level determined by evaluating its utility
value, as specified in Sec. IV-B.

To address the above problem, we first construct an N -by-
P matrix Λr for the r-th round whose elements are λpi,r ·
fpr−f

p,min
r +ε

fp,maxr −fp,minr
, where λpi,r is calculated by λpi,r =

∑
r′<r

xpi,r′ .

We then employ a greedy search to determine subnetworks for
the M clients in a round-by-round manner. The basic idea is
to optimize the strategy by considering the overall subnetwork
covering region across devices and their training contributions
in the previous FL rounds, under each device’s subnetwork
size constraints. The procedure is outlined in Algorithm 2.

Algorithm 2 Subnetwork Extraction Algorithm

1: Input: The initialized subnetworks of N mobile devices,
the global FIM fpr in terms of every neural region Sp in
each round i.

2: for each communication round r = 0, 1, 2, · · · do
3: Update the matrix Λr.
4: Sort the elements in each row of matrix Λr in de-

scending order to generate M sequences.
5: for each sequence i = 1, 2, · · · ,M do
6: Pick large value elements and set the correspond-

ing xpi,r ← 1 until violating
∣∣∣∑p x

p
i,rφ

p
∣∣∣ ≤ |W pi,r |.

7: Return xpi,r,∀i, r, p

V. EXPERIMENTAL SETUP

A. WHALE-FL Testbed

The testbed consists of an FL aggregator and a set of hetero-
geneous mobile devices as FL clients. A NVIDIA RTX 3090
serves as the FL server, whose memory capacity is 24 GB. For
heterogeneous FL clients, we have incorporated 5 types of mo-
bile devices, i.e., MacBookPro2018, NVIDIA Jetson Xavier,
NVIDIA Jetson TX2, NVDIA Jetson Nano, and Raspberry Pi
4, representing a range of on-device computing capabilities
from high to low. The WHALE-FL system involves a total
of 20 mobile devices, 4 devices per type. Communication
between FL clients and the FL server is facilitated through
Wi-Fi 5, LTE, and BlueTooth transmission environments,
with the averaged transmission rates 80 Mbps (Wi-Fi 5), 20
Mbps (LTE), and 10 Mbps (BlueTooth 3.0), respectively. We
leverage the inherent fluctuation in real transmission rates
across different training rounds to emulate system dynamics.
This dynamic setting was applied to evaluate the performance
of both our method and all baselines. All results are averaged
over 10 independent runs to ensure statistical reliability. We
set hidden channel shrinkage ratio s = 1

2 and adopt 5
subnetwork size levels. Accordingly, the model shrinkage
ratios for the 5 size levels (i.e., p = 1, 2, · · · , 5) are 1, 1

4 ,
1
16 , 1

64 , and 1
256 , respectively.

B. Datasets, Models, Parameters and Baselines

We conduct our experiments with three different FL tasks:
image classification, human activity recognition and language
modeling. As for the image classification task, we train a
CNN on MNIST dataset [36] and a ResNet18 on CIFAR10
dataset [37]. Human activity recognition involves training a
CNN on the HAR dataset [38], and a Transformer is trained
on the WikiText2 dataset [39] for the language modeling task.
We use the balanced non-IID data partition [40]. Take the
MNIST dataset as example, the total number of classes is 10.
Our default setup is that each device has σ = 2 classes. We
apply similar non-IID setup to other tasks. The Fisher informa-
tion’s window size |D| = 10. We employ the following peer
designs for performance evaluation: (i) FedAvg [1], where
all the clients train with full-sized models; (ii) FedProx [21],
where all the clients train with full-sized models but add a
proximal term to their local objective functions to enhance
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Fig. 1: Performance comparison of different FL training approaches under various learning tasks. Figures from left to right
are CNN@MNIST, ResNet18@CIFAR10, Transformer@WikiText2, and CNN@HAR with non-IID datasets.

TABLE I: Performance comparison under different subnetwork methods (Speedup).

Task CV NLP HAR
CNN@MNIST Resnet@CIFAR10 Transformer@Wikitext2 CNN@HAR

Target Accuracy 85% 70% 37% 88%
Method Speedup

WHALE-FL vs HeteroFL 1.79x 1.35x 1.33x 1.12x
WHALE-FL vs FedRolex 1.76x 1.33x 1.31x 1.11x

WHALE-FL vs FedDropout 1.84x 1.38x 1.35x 1.14x

TABLE II: Performance comparison under different subnetwork methods (Final Accuracy Improvement).

Task CV NLP HAR
CNN@MNIST Resnet@CIFAR10 Transformer@Wikitext2 CNN@HAR

Method Final Accuracy Improvement
FedAvg 92.71% 80.61% 40.54% 92.94%

HeteroFL 87.42% 71.65% 37.40% 88.86%
FedRolex 87.82% 72.52% 38.02% 89.11%

FedDropout 86.16% 70.08% 37.19% 88.25%
WHALE-FL 89.98% 79.81% 39.86% 92.42%

the training efficiency; (iii) HeteroFL [16], where subnetwork
assignments are fixed and align with clients’ full computation
and communication capabilities; (iv) FedDropout [15], which
generates subnetworks by choosing the neurons at random;
and (v) FedRolex [28], which extracts subnetwork in a rolling
way across FL training rounds.

VI. EVALUATION AND ANALYSIS

A. Time Efficiency and Learning Performance

As the results shown in Fig. 1, the proposed WHALE-
FL consistently achieves remarkable training speedup
across various FL tasks without sacrificing learning ac-
curacy. Compared with FedAvg, WHALE-FL acceler-
ates the FL training to the target testing accuracy
by approximately 1.5x, 1.9x, 1.3x and 2.1x for FL
tasks including CNN@MNIST, ResNet18@CIFAR10, Trans-
former@WikiText2, and CNN@HAR, respectively. As de-
tailed in Sec. II, HeteroFL’s static fixed-size subnetwork
assignment policy is not aware of system and training dy-
namics, which may slow down FL convergence. In contrast,
considering both system efficiency and training efficiency,
WHALE-FL appropriately assesses the subnetwork selection
utility for individual device and adaptively adjusts the local
subnetwork size to suit for time-varying communication and
computational conditions and dynamic changing requirements
of FL training at different FL training stages, in order to
prompts faster accuracy increments. Consequently, compared
with HeteroFL, WHALE-FL achieves a notable speedup of

1.74x, 1.25x, 1.21x and 1.06x for the tested 4 learning tasks,
respectively. Results in Tables 1 and 2 further demonstrate
that WHALE-FL achieve faster convergence and better testing
accuracy than the peer designs across different FL tasks.
During the early and late stages of FL training, despite us-
ing the reduced subnetwork sizes, WHALE-FL demonstrates
accuracy performance that is nearly indistinguishable from
the baselines. This adaptability in our subnetwork scheduling
to the time-varying communication and computational condi-
tions allows improvements in system efficiency to compensate
for, or even surpass, the slight training performance degrada-
tion introduced by smaller-sized local models.

B. Subnetwork Size and Training/System Efficiency Changes

As shown in Fig. 2, the subnetwork sizes adapt to the
D-averaged variations in local Fisher information across
three heterogeneous devices: MacBookPro 2018 (high-end),
NVIDIA Jetson TX2 (medium-performance), and Raspberry
Pi 4 (low-end). The results align with our expectations: when
Fisher information is high, the subnetwork size increases to
enhance the global model’s accuracy; as training proceeds
and Fisher information decreases, indicating that its impacts
learning decreases, the subnetwork size is becoming smaller
to improve training latency efficiency. On the server side, the
averaged size of the aggregated local subnetworks changes
along with global model’s Fisher information, which exhibits
a similar trend to the local Fisher information. Figure 2
demonstrates that WHALE-FL effectively captures training
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Fig. 2: Fisher information and subnetwork size level changes over training time (CNN@MNIST). From left to right, the
performance of the user-side models on MacBookPro 2018, NVIDIA Jetson TX2, and Raspberry Pi 4, as well as the global

model’s performance, are shown.
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Fig. 3: System efficiency utility and subnetwork size level
changes over training time (Macbookpro2018, CNN@HAR).

dynamics while selecting appropriate subnetwork sizes for
heterogeneous devices.

To further illustrate this relationship, we also include a
visualization showing how system dynamics influence our
subnetwork scheduling strategy. Using the MacBook Pro 2018
(CNN@HAR task) as an example, we track the changes in
subnetwork size under dynamic variations in system efficiency
utility over the training period during 0-0.8h and present the
corresponding results in Fig. 3. To clarify how the influ-
ence of system and training dynamics shifts over time and
adaptively guides the subnetwork scheduling decisions, we
roughly divide this training period into three stages: early
stage, middle stage, and late stage. As shown in the figure,
during the early training stage, the subnetwork size adapts
primarily according to the system efficiency utility. Since FL
training starts from scratch, contributions from any device
- even with smaller subnetworks - are beneficial. Adapting
subnetwork sizes to system conditions helps expedite local
updates and improves communication efficiency. In the middle
stage, the subnetwork size gradually increases, influenced
by both system conditions and training efficiency. Notably,
between 0.4h-0.6h, the subnetwork size expands rapidly even
though system utility remains relatively stable, indicating the
increased influence of training dynamics as the process enters
the CLP. During the late stage, as convergence stabilizes,
the subnetwork size is reduced to improve system resource
efficiency by aligning with the system efficiency utility. Here,
we take Macbookpro2018 for example, and the analysis
applies to all participating mobile devices.

Fig. 4: Performance comparison of WHALE-FL,
system-efficiency-only and training-efficiency-only designs

(ResNet18@CIFAR10).

C. System Efficiency vs Training Efficiency

To differentiate system efficiency’s contributions from train-
ing efficiency’s ones, we compare WHALE-FL with system
efficiency utility only and training efficiency utility only
schedulings. As the results shown in Fig. 4, WHALE-FL
converges faster than training efficiency only subnetwork
scheduling when achieving the target accuracy, since training
efficiency only design has no consideration of system dynam-
ics and its impacts on subnetwork size selection; WHALE-
FL has better testing accuracy but proceeds slower than
system efficiency only subnetwork scheduling at the early
training stage. The reason behind is that system efficiency only
design prioritizes system dynamics while ignoring dynamic
model accuracy requirements for local training at different
FL training stages. WHALE-FL trades-off system and training
efficiencies and jointly considers their benefits for FL training.

D. Sensitivity Analysis

Taking CNN@MNIST as an example, we conduct sen-
sitivity analysis of its performance under different β, D,
and Uth values, and present the results in Fig. 5(a)-(c). For
generalization purpose, we have also conducted the sensitivity
study for NLP task in Fig. 5(d)-(f).

The hyperparameter β trades-off system efficiency and
training efficiency utilities. The large/small β value means that
the device prioritizes system/training efficiency. As the results
shown in Fig. 5(a) and Fig. 5(d), we find that the FL training
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(a) β, CNN@MNIST.
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(b) D, CNN@MNIST.
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(c) Uth, CNN@MNIST.
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(d) β, Transf.@WikiText2.
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(e) D, Transf.@WikiText2.
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(f) Uth, Transf.@WikiText2.

Fig. 5: Sensitivity analysis under different β, D, and Uth
values (a-c: CNN@MNIST; d-e: Transformer@WikiText2).

converges slower but achieves higher testing accuracy when β
is small, e.g., β = 1, while FL training is faster at early stage
but achieves lower testing accuracy when β is larger, e.g.,
β = 5. System efficiency and training efficiency are somehow
balanced when β = 2. Thus, although β is a developer-
specified factor, a proper selection of β helps FL training
converge fast while achieving good learning performance.

The hyperparameter D represents the window size for
calculating the averaged Fisher information. A small window
size, such as D = 1 in Fig. 5(b) and Fig. 5(e), makes
the subnetwork size updates sensitive to changes in Fisher
information, leading to fluctuations in model accuracy during
training. Accordingly, the subnetwork size grows rapidly in
the early stages, causing the client to prematurely utilize a full-
size model, which can decelerate convergence due to extended
computation and communication delays. Conversely, employ-
ing a larger window size, like D = 20, results in slower
subnetwork-size changes. This may cause a situation where a
small-sized subnetwork is well-trained while the clients have
no chances to switch to the larger sized subnetworks, thus
impairing the training performance during the critical learning
periods. A window size of D = 10 strikes a good balance,
achieving faster convergence.

Similarly, a higher Uth, e.g., Uth = 50 shown in Fig. 5(c)

TABLE III: Performance comparison under different data
heterogeneity (CNN@MNIST), where “SP” is the speedup.

Local Model CNN@MNIST
non-IID Level σ = 2 σ = 5 σ = 10

Target Acc. 85% 90% 95%
Metric Hours (SP)

FedAvg 1.12 (1.00x) 0.33 (1.00x) 0.30 (1.00x)
HeteroFL 1.06 (1.06x) 0.26 (1.27x) 0.10 (3.00x)

FedDropout 1.09 (1.03x) 0.28 (1.18x) 0.11 (2.73x)
FedRolex 1.03 (1.09x) 0.25 (1.32x) 0.10 (3.00x)
WHALE 0.58 (1.93x) 0.17 (1.94x) 0.07 (4.29x)

and 5(f), leads clients to choose smaller subnetworks, which
speeds up FL convergence in the early stages by reducing
transmission and computation delays but results in lower final
accuracy. Conversely, with Uth = 10, clients select larger
subnetworks, which slows down convergence but yields higher
accuracy. A proper Uth selection helps to balance learning
performance and delay efficiency.

E. Impacts of Data Heterogeneity
We further evaluate the impacts of data heterogeneity on

WHALE-FL’s performance. Here, we take CNN@MNIST as
an example and use the balanced non-IID data partition [40].
The total number of classes in the MNIST dataset is 10. We
study the cases that each device has σ = 2, 5 or 10 classes,
where the data distribution is IID if σ = 10, i.e., every
device has all classes. Following this setting, we generate
the local dataset for each user by drawing the data from
the whole dataset with specific labels. The results are shown
in Table III, where we find that (i) FL training with non-
IID data takes longer time to converge, and (ii) embracing
both system and training efficiency utilities, WHALE-FL
can remarkably improve FL training delay efficiency when
applied to existing subnetwork methods under various data
heterogeneity scenarios.

VII. CONCLUSION

In this paper, we have proposed WHALE-FL, a wireless
and heterogeneity aware latency efficient federated learning
approach, to accelerate FL training over mobile devices via
adaptive subnetwork scheduling. Unlike existing static fixed-
size subnetwork assignments, WHALE-FL has incorporated
an adaptive subnetwork scheduling policy, enabling mobile
devices to flexibly select subnetworks for local training, with
a keen awareness of mobile devices’ system dynamics and
FL training dynamics. At its core, WHALE-FL has employed
a well-designed subnetwork sizing function combined with
a convergence-guided subnetwork extraction method to as-
sign appropriate subnetworks for mobile devices in each FL
training round, which captures changes in the device’s system
conditions (including available computing and communica-
tion capacities) and evolving FL training requirements for
local training. Experimental results have demonstrated that
WHALE-FL surpasses peer designs, significantly accelerat-
ing FL training over heterogeneous mobile devices without
sacrificing learning accuracy.
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APPENDIX

A. Proof of Theorem 1

From the smoothness condition of the objective function F (·), we have:

E[F (θr+1)]− E[F (θr)] ≤ E[〈∇F (θr), θr+1 − θr〉]︸ ︷︷ ︸
U1

+
L

2
E[||θr+1 − θr||2]︸ ︷︷ ︸

U2

. (15)

To bound U1, we decompose the global and local contributions, and expand the local model updates for each participating
client with different selections of the subnetworks. Specifically, we have:

E[〈∇F (θr), θr+1 − θr〉]

=
∑
Sp∈Sr

E[〈∇F p(θr), θpr+1 − θpr 〉] +
∑

Sp∈S\Sr

E〈∇F p(θr), θpr+1 − θpr 〉

=
∑
Sp∈Sr

E[〈∇F p(θr), θpr+1 − θpr 〉] +
∑

Sp∈S\Sr

E〈∇F p(θr), 0〉

=
∑
Sp∈Sr

E[〈∇F p(θr),−
1

|Mp
r |
∑
i∈Mp

r

(θi,r,0 − θi,r,T )〉]

=
∑
Sp∈Sr

E[〈∇F p(θr),−
1

|Mp
r |
∑
i∈Mp

r

(θi,r,0 − (θi,r,0 − γ
T∑
t=1

∇Fi(θi,r,t−1, ξi,t−1)�mi,r))〉]

=
∑
Sp∈Sr

E[〈∇F p(θr),−
1

|Mp
r |
∑
i∈Mp

r

(γ

T∑
t=1

∇F pi (θi,r,t−1))〉] =
∑
Sp∈Sr

E[〈∇F i(θr),−
1

|Mp
r |
∑
i∈Mp

r

(γ

T∑
t=1

∇F pi (θi,r,t−1))〉]

=
∑
Sp∈Sr

E[〈∇F p(θr),−
1

|Mp
r |
∑
i∈Mp

r

T∑
t=1

γ(∇F pi (θi,r,t−1)−∇F p(θr) +∇F p(θr))〉]

= −
∑
Sp∈Sr

γTE[||∇F p(θr)||2] +
∑
Sp∈Sr

E[〈∇F p(θr),−
1

|Mp
r |
∑
i∈Mp

r

T∑
t=1

γ(∇F pi (θi,r,t−1)−∇F p(θr))〉]︸ ︷︷ ︸
U3

. (16)

Here, the term U3 measures the deviation between the local gradient and the global gradient. Expanding U3 yields:

∑
Sp∈Sr

E[〈∇F p(θr),−
1

|Mp
r |
∑
i∈Mp

r

T∑
t=1

γ(∇F pi (θi,r,t−1)−∇F p(θr))〉]

(a)

≤ γT
2

∑
Sp∈Sr

E[||∇F p(θr)||2] +
γT

2

∑
Sp∈Sr

E[|| 1

T |Mp
r |
∑
i∈Mp

r

T∑
t=1

[∇F pi (θi,r,t−1)−∇F p(θr)]||2]

(b)

≤ γT
2

∑
Sp∈Sr

E[||∇F p(θr)||2] + γT
∑
Sp∈Sr

E[|| 1

T |Mp
r |
∑
i∈Mp

r

T∑
t=1

[∇F pi (θi,r,t−1)−∇F pi (θr)]||2]

+ γT
∑
Sp∈Sr

E[|| 1

T |Mp
r |
∑
i∈Mp

r

T∑
t=1

[∇F pi (θr)−∇F p(θr)]||2]

≤γT
2

∑
Sp∈Sr

E[||∇F p(θr)||2] + γT
∑
Sp∈Sr

E[|| 1

T |Mp
r |
∑
i∈Mp

r

T∑
t=1

[∇F pi (θi,r,t−1)−∇F pi (θr)]||2]

+
γ

|M∗|

M∑
i=1

T∑
t=1

E[||[∇Fi(θr)−∇F (θr)]||2]

(c)

≤ γT
2

∑
Sp∈Sr

E[||∇F p(θr)||2] + γT
∑
Sp∈Sr

E[|| 1

T |Mp
r |
∑
i∈Mp

r

T∑
t=1

[∇F pi (θi,r,t−1)−∇F pi (θr)]||2]

︸ ︷︷ ︸
U4

+
TMγ

|M∗|
δ2, (17)

where (a− b) follow by applying the harmonic inequalities; (c) follows from the upper bound of data heterogeneity level.
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Applying Jensen’s inequality, we derive the upper bound of U4 as:

γT
∑
Sp∈Sr

E[|| 1

T |Mp
r |
∑
i∈Mp

r

T∑
t=1

[∇F pi (θi,r,t−1)−∇F pi (θr)]||2] ≤ γ

|M∗|

M∑
i=1

T∑
t=1

∑
Sp∈Sr

E[||∇F pi (θi,r,t−1)−∇F pi (θr)||2]

≤ γ

|M∗|

M∑
i=1

T∑
t=1

E[||[∇Fi(θi,r,t−1)−∇Fi(θr)]||2]
(a)

≤ Tγ

|M∗|

M∑
i=1

L2 1

T

T∑
t=1

E[||θi,r,t−1 − θr||2]︸ ︷︷ ︸
U5

, (18)

where (a) follows from the lipschitz continuity of the gradient of the loss function.
Now we give an important lemma.

Lemma 1. Suppose a constant learning rate γ satisfying 8γ2L2T 2 ≤ 1
2 , the following inequality holds:

1

T

T∑
t=1

E
[
||θi,r,t−1 − θr||2

]
≤ 4γ2Tσ2 + 32γ2T 2δ2 + 32γ2T 2

∑
Sp∈Sr

E[||∇F p(θr)||2] + 2ω2E[||θr||2]. (19)

Proof: Applying Assumptions 1-4, we derive the upper bound of U5 as follows:

1

T

T∑
t=1

E
[
||θi,r,t−1 − θr||2

]
≤ 2

T

T∑
t=1

E[||θi,r,t−1 − θi,r,0||2] +
2

T

T∑
t=1

E[||θi,r,0 − θr||2]

=
2

T

T∑
t=1

E[||
t−2∑
j=0

−γ∇Fi(θi,r,j , ξi,j)�mr,i||2] +
2

T

T∑
t=1

E[||θr �mn,r − θr||2]

=
2γ2

T

T∑
t=1

E[||
t−2∑
j=0

(∇Fi(θi,r,j , ξi,j)−∇Fi(θi,r,j)+∇Fi(θi,r,j))�mr,i||2] +
2

T

T∑
t=1

ω2E[||θr||2]

≤ 4γ2

T

T∑
t=1

E[||
t−2∑
j=0

(∇Fi(θi,r,j , ξi,j)−∇Fi(θi,r,j))�mr,i||2] +
4γ2

T

T∑
t=1

E[||
t−2∑
j=0

∇Fi(θi,r,j)�mr,i||2] +
2

T

T∑
t=1

ω2E[||θr||2]

≤ 4γ2

T

T∑
t=1

(t− 1)σ2+
4γ2

T

T∑
t=1

E[||
t−2∑
j=0

[∇Fi(θi,r,j)−∇Fi(θr) +∇Fi(θr)�mr,i||2]+
2

T

T∑
t=1

ω2E[||θr||2]

≤ 2γ2Tσ2 +
8γ2

T

T∑
t=1

(t− 1)

t−2∑
j=0

E[||(∇Fi(θi,r,j)−∇Fi(θr))�mr,i||2]

+
8γ2

T

T∑
t=1

(t− 1)

t−2∑
j=0

E[||∇Fi(θr)�mq,n||2] +
2

T

T∑
t=1

ω2E[||θr||2]

≤ 2γ2Tσ2 +
8γ2L2

T

T∑
t=1

(t− 1)

t−2∑
j=0

E[||θi,r,j − θr||2]

+ 8γ2T 2E[||(∇Fi(θr)−∇F (θr) +∇F (θr))�mr,i||2] +
2

T

T∑
t=1

ω2E[||θr||2]

≤ 2γ2Tσ2 + 8γ2L2T 2(T − 1)
1

T

T∑
t=1

E[||θi,r,t−1 − θr||2] + 16γ2T 2E[||(∇Fi(θr)−∇F (θr))�mr,i||2]

+ 16γ2T 2E[||∇F (θr)�mr,i||2] +
2

T

T∑
t=1

ω2E[||θr||2]

≤ 2γ2Tσ2 + 8γ2L2T

T∑
t=1

E[||θr − θi,r,t−1||2]+16γ2T 2δ2+16γ2T 2E[||∇F (θr)�mr,i||2] + 2ω2E[||θr||2]. (20)
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Because γ ≤ 1
4LT ⇒ 8γ2L2T 2 ≤ 1

2 , we have:

1

T

T∑
t=1

E[||θi,r,t−1 − θr||2] ≤ 4γ2Tσ2 + 32γ2T 2δ2 + 32γ2T 2E[||∇F (θr)�mr,i||2] + 2ω2E[||θr||2]

≤ 4γ2Tσ2 + 32γ2T 2δ2 + 32γ2T 2
∑
Sp∈Sr

E[||∇F p(θr)||2] + 2ω2E[||θr||2]. (21)

Finally, Lemma 1 holds.
Essentially, Lemma 1 upper-bounds the difference between local subnetwork and global model, which quantifies of the

effects of local subnetwork training θi,r,t−1 − θi,r,0 and subnetwork mask error θi,r,0 − θr.
Applying Lemma 1, we get the upper bound of U1 as follows:

E[〈∇F (θr), θr+1 − θr〉]

≤ −
∑
Sp∈Sr

γTE[||∇F p(θr)||2] +
γT

2

∑
Sp∈Sr

E[||∇F p(θr)||2]

+
Tγ

|M∗|

M∑
i=1

L2

(
4γ2Tσ2 + 32γ2T 2δ2 + 32γ2T 2

∑
Sp∈Sr

E[||∇F p(θr)||2] + 2ω2E[||θr||2]

)
+
TMγ

|M∗|
δ2

≤ −
∑
Sp∈Sr

γTE[||∇F p(θr)||2] +
γT

2

∑
Sp∈Sr

E[||∇F p(θr)||2] + 4γ3T 2L2σ2 M

|M∗|

+ 32γ3T 3L2δ2 M

|M∗|
+ 32γ3T 3L2 M

|M∗|
∑
Sp∈Sr

E[||∇F p(θr)||2] + 2γTL2ω2 M

|M∗|
E[||θr||2] + γTδ2 M

|M∗|
. (22)

Applying Cauchy–Schwarz inequality and Assumption 4, we further derive the upper bound of U2 in (15):

L

2
E[||θr+1 − θr||2] =

L

2

∑
Sp∈Sr

E[||θpr+1 − θpr ||2] +
L

2

∑
Sp∈S/Sr

E[||θpr+1 − θpr ||2]

=
L

2

∑
Sp∈Sr

E[||θpr+1 − θpr ||2] =
L

2

∑
Sp∈Sr

E

∣∣∣∣∣∣
∣∣∣∣∣∣ 1

|Mp
r |
∑
i∈Mp

r

(θpi,r,0 − θ
p
i,r,T )

∣∣∣∣∣∣
∣∣∣∣∣∣
2

=
L

2

∑
Sp∈Sr

E

∣∣∣∣∣∣
∣∣∣∣∣∣ 1

|Mp
r |
∑
i∈Mp

r

(
θpi,r,0 −

(
θpi,r,0 −

T∑
t=1

γ∇Fi(θpi,r,t−1, ξi,t−1)�mi,r

))∣∣∣∣∣∣
∣∣∣∣∣∣
2

=
L

2

∑
Sp∈Sr

E

∣∣∣∣∣∣
∣∣∣∣∣∣ 1

|Mp
r |
∑
i∈Mp

r

T∑
t=1

γ∇F pi (θi,r,t−1, ξi,t−1)

∣∣∣∣∣∣
∣∣∣∣∣∣
2

≤ 3L

2

∑
Sp∈Sr

E

∣∣∣∣∣∣
∣∣∣∣∣∣ 1

|Mp
r |
∑
i∈Mp

r

T∑
t=1

γ (∇F pi (θi,r,t−1, ξi,t−1)−∇F pi (θi,r,t−1))

∣∣∣∣∣∣
∣∣∣∣∣∣
2

+
3L

2

∑
Sp∈Sr

E

∣∣∣∣∣∣
∣∣∣∣∣∣ 1

|Mp
r |
∑
i∈Mp

r

T∑
t=1

γ(∇F pi (θi,r,t−1)−∇F p(θr))

∣∣∣∣∣∣
∣∣∣∣∣∣
2

+
3L

2

∑
Sp∈Sr

E

∣∣∣∣∣∣
∣∣∣∣∣∣ 1

|Mp
r |
∑
i∈Mp

r

T∑
t=1

γ∇F p(θr)

∣∣∣∣∣∣
∣∣∣∣∣∣
2

(a)

≤ 3

2
LTγ2σ2 M

|M∗|
+

3γ2TL3M

|Mp
r |

(4γ2Tσ2 + 32γ2T 2δ2 + 32γ2T 2
∑
Sp∈Sr

E[||∇F p(θr)||2] + 2ω2E[||θr||2])

+ 3Lγ2T 2δ2 M

|M∗|
+

3

2
Lγ2T 2

∑
Sp∈Sr

E[||∇F p(θr)||2]

=
3

2
LTγ2σ2 M

|M∗|
+ 12γ4T 2L3σ2 M

|M∗|
+ 96γ4T 4L3δ2 M

|M∗|
+ 96γ4T 4L3 M

|M∗|
∑
Sp∈Sr

E[||∇F p(θr)||2]

+
6γ2TL3ω2M

|M∗|
E[||θr||2] + 3L

M

|M∗|
γ2T 2δ2 +

3

2
Lγ2T 2

∑
Sp∈Sr

E[||∇F p(θr)||2]. (23)

Here, (a) follows from Lemma 1. We substitute U1, U2 in (15) with (22) and (23), respectively. Then, iterating from r = 1
to r = R yields:
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E[F (θR+1)]− E[F (θ1)] =

R∑
r=1

E[F (θR+1)]−
R∑
r=1

E[F (θr)]

≤
R∑
r=1

E [〈∇F (θr), θR+1 − θr〉] +

R∑
r=1

L

2
E[||θR+1 − θr||2]

≤− Tγ
R∑
r=1

∑
Sp∈Sr

E[||∇F p(θr)||2] +
Tγ

2

R∑
r=1

∑
Sp∈Sr

E[||∇F p(θr)||2] + 32γ3T 3L2 M

|M∗|

R∑
r=1

∑
Sp∈Sr

E[||∇F p(θr)||2]

+ 4TγL2ω2 M

|M∗|

R∑
r=1

E[||θr||2] + 4γ3T 2L2Rσ2 M

|M∗|
+ 32γ3T 3L2Rδ2 M

|M∗|
+ TγRδ2 M

|M∗|
+

3

2
γ2LTRσ2

+ 12L3γ4T 3Rσ2 M

|M∗|
+ 96γ4T 4L3Rδ2 M

|M∗|
+ 96γ4T 4L3 M

|M∗|

R∑
r=1

∑
Sp∈Sr

E[||∇F p(θr)||2]

+ 6L3γ2T 2 M

|M∗|
ω2

R∑
r=1

E[||θr||2] +
3

2
Lγ2T 2

R∑
r=1

∑
Sp∈Sr

E[||∇F p(θr)||2] + 3Lγ2T 2Rδ2 M

|M∗|
. (24)

Taking 32γ2T 2L2 M
|M∗| ≤

1
8 =⇒ γ ≤

√
|M∗|

16TL
√
M

, 96γ3T 3L3 M
|M∗| ≤

1
8 =⇒ γ ≤

(
|M∗|

768L3T 3M

) 1
3

and 3
2LγT ≤

1
8 =⇒ γ ≤

1
12TL yields:

E[F (θR+1)]− E[F (θ1)]

≤− Tγ

8

R∑
r=1

∑
Sp∈Sr

E[||∇F p(θr)||2] +

(
4L2Tγω2 M

|M∗|
+ 6L3γ2T 2ω2 M

|M∗|

) R∑
r=1

E[||θr||2]

+ TγRδ2 M

|M∗|
(
32γ2T 2L2 + 1 + 96L3γ3T 3 + 3LγT

)
+ γ2TLRσ2 M

|M∗|
(4γTL+

3

2
+ 12L2γ2T 2). (25)

Therefore, we have:

Tγ

8

R∑
r=1

∑
Sp∈Sr

E[||∇F p(θr)||2]

≤ E[F (θ1)]− E[F (θR+1)] +

(
4L2Tγω2 M

|M∗|
+ 6L3γ2T 2ω2 M

|M∗|

) R∑
r=1

E[||θr||2]

+ TγRδ2 M

|M∗|
(
32γ2T 2L2 + 1 + 96L3γ3T 3 + 3LγT

)
+ γ2TLRσ2 M

|M∗|
(4γTL+

3

2
+ 12L2γ2T 2). (26)

Dividing both sides by RTγ
8 ,

1

R

R∑
r=1

∑
Sp∈Sr

E[||∇F p(θr)||2]

≤ 8

RTγ
(E[F (θ1)]− E[F (θR+1)]) +

32ω2L2M + 48L3γTM

|M∗|R

R∑
r=1

E
[
||θr||2

]
+

8δ2M

|M∗|
(
32γ2T 2L2 + 1 + 96L3γ3T 3 + 3LγT

)
+

8γLσ2M

|M∗|
(4γTL+

3

2
+ 12L2γ2T 2). (27)

Until now we complete the proof of Theorem 1.
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